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Abstract

One of the grand challenges in our field is consi-
dered to be the need for experiential exploration
systems that allow the user to gain insight into and
support exploration of media collections. In this paper
we propose such a system, where a novel interface gives
the user the opportunity to visually and interactively
explore the feature space around relevant images and
to focus the search on only those regions in feature
space that are relevant. When an image is explored, its
optimal set of feature weights is automatically
determined using all images contained within the
relevant regions, based on the evidential support for the
relevance of each single feature. Images are ranked
twofold, where one ranking reflects the likelihood the
image is useful for further exploration of the feature
space and the other reflects the likelihood the image is
relevant to the user.

1. Introduction

Content-based image retrieval poses the research
community with a problem that is not straightforward to
solve, whereas most users are not aware of how difficult
finding similar images actually is. As the users
themselves have had a lifetime of real world expe-
riences, which expresses itself in near-instantaneous
recognition of objects, events and locations when
|l ooking at a picture,
mostadvanced search engine
just yet. Envisioning the future brings thoughts of
systems that will somehow live and obtain the
experience necessary to perform these retrieval tasks
accurately and instantly, but for now such experience is
provided by researchers to retrieval systems program-
matically.

The current state of the art has progressed signifi-
cantly over the past years and retrieval techniques have
evolved from basic methods operating in low-level
feature space into advanced approaches that often
incorporate mechanisms from other disciplines, e.g.
genetic algorithms [1]. A popular direction at the
moment is attempting to discover lower or higher
dimensional subspaces or manifolds in feature space
where similar images reside (e.g. [3], [4]). Core image
concepts and semantics also have received much
attention (e.g. [5], [6]). This also applies to long-term
learning (e.g. [7], [8]), which has been inspired by the
belief in the power of popular opinion, where the idea is
that an image considered to be relevant by several users
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for a particular search query is likely to be relevant as
well for another user if the same or a similar query is
performed. This diversity in techniques notwithstand-
ing, the general consensus is that the application of
relevance feedback leads to improved search results and
therefore has been applied in the majority of research
from the moment the concept was introduced by
Rocchio [2] in 1971.

One of the grand challenges in our field is consi-
dered to be the need for experiential exploration
systems that allow the user to gain insight into and
support exploration of media collections [10]. For users,
exploration is the predominant mode of interaction,
rather than querying, and therefore interfaces that
accommodate for this behavior are needed [9]. Yet,
relatively little effort has been directed at such user
interfaces for aiding in the search process. In this paper,
we propose a novel interactive technique that allows the
user to visually explore the feature space around
relevant images and to focus the search on only those
regions that are relevant. Each of these regions centers
on a relevant example image and is bounded by its
relevant nearest neighbors.

Images that are perceptually close to each other are
ideally also close to each other in feature space. The
underlying set of features used to describe the database
images is generally considered to be one of the most
critical aspects for retrieval performance, and
consequently user satisfaction. Not only is increasing

the retrieval pertormance to suffer from the so-called
curse of dimensionality [19]. At the same time, a small
but inappropriate set of features won't produce the
results the user is looking for, as they cannot capture the
user's intentions well enough. Therefore, selecting a
good set of features positively affects the number of
relevant images retrieved for a user's search query, and
also has a beneficial influence on the performance of
the system as a whole. Feature weighting can also be
applied to control the impact that individual features
have in the distance function. Note that feature
weighting schemes implicitly perform feature selection,
as the weights for one or more features usually go down
to zero after only a few iterations.

In our approach, the images contained within the
relevant regions are used to automatically determine the
optimal set of feature weights for an image when it is
explored, based on the evidential support for the
relevance of each single feature. The images are then
ranked using their associated feature weights in two
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ways, where one ranking reflects the likelihood the
image is useful for further exploration of the feature
space and the other reflects the likelihood the image is
relevant to the user.

In Section 2 we will look at related work. The
proposed exploration technique is discussed in Section
3 and Section 4 covers feature selection and weighting.
Section 5 describes the experiments we performed and
we conclude in Section 6.

2. Related Work

When it comes to visualizing the image collection,
most research focuses on how to present the search
results [11], whereas work on visualization for assisting
the user to search more efficiently is rather limited. In
[12] a similarity-based visualization technique is used
to project the image collection onto a 2D manipulation
space, where the user can easily select groups of similar
images together and refine the selection. Hyperbolic
visualization of a concept ontology is used in [5],
allowing the user to obtain an overview of the image
collection at a concept level and to interactively
navigate the concept ontology by zooming in on
different concepts of interest. The notion of visual
islands is introduced in [13] to fulfill the principal goal
of guided user browsing. This includes a process called
island hopping that is used to dynamically reorganize
the displayed pages acc
that the user can explore deeper into a particular
dimension that he or she is interested in.

While the user searches and gives feedback, many
retrieval systems attempt to figure out which image
features are important to the user and also how
important they are. Over the years, feature weighting
and selection techniques have therefore received much
attention. The well-known AdaBoost algorithm is used
in [17] to reduce a feature set containing thousands of
highly selective features to a subset consisting of only
those features that are highly discriminating for the
given query. In [16] an adaptive approach uses the
user's feedback for suitable feature weight assignment
and dynamic feature selection based on a set of
replacement rules. Dynamic feature selection is also
incorporated in the random forest-based approach of
[18], utilizing the notion of balanced information gain
to select the most optimal subset of features.

3. Exploring Feature Space

Unlike in semantic spaces, where ideally all images
of interest are clustered together in a certain area, in
low-level feature space these images can be spread out
over multiple areas. For example in a feature space built
up on color features, it is likely that images of
differently colored tulips can be found in several parts
of the space. Such a search can be performed using
multiple query points (e.g. [14], [15]), but exploring the
feature space around each query point is often a slow
process. Most interfaces only present a limited number
of images to the user, putting a heavy burden on the

user as navigating the space around each query point
requires many iterations of feedback.

a) b)

c) d)
Figure 1. Establishing the search space.

To reduce user effort and allow efficient refinement
of the relevant search space, we propose a novel
technique where the span of the search space surround-
ing relevant images is visualized and can be interactive-
ly adjusted by the user. In Figure 1 is illustrated how the
user establishes the search space by exploring the
nearest neighbors of relevant images. Initially, e.g. from
a random selection of images from the database, the
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larger dots with a green center in Figure la) and then
for each of them proceeds to explore its nearest
neighbors in feature space, increasing the number until
on the border non-relevant images appear (the explored
images are shown as black dots in Figure 1b). In
subsequent steps, the search space can be refined by
removing non-relevant images (Figure 1c¢) and
exploring other relevant nearest neighbors (Figure 1d).

3.1 Visualization and Interaction

The user can explore an image from within our
interface, as is shown in Figure 2. Initially only the
selected image is displayed, but by adjusting the
exploration front more and more of its nearest
neighbors are shown. The user decides where the
exploration front lies. The distance of an image to the
center image depends on the distance between them in
feature space, where a small distance places the image
near the center and a large distance places the image
near the edge. The feature weights used in the distance
function are based on the evidential support for the
relevance of each single feature, given the selected
image and all images that are contained within the
relevant regions. This is discussed in more detail in
Section 4.

In case a positive feedback image is explored, the
exploration range ideally encompasses a collection of
nearest neighbors of which a high percentage is
considered to be relevant. In case a negative feedback
image is explored, the exploration range ideally
contains a collection of highly non-relevant images. In
both situations, the small number of non-relevant



images present in the collection of relevant images, or
vice versa, can be removed by the user at a later stage.
When the number of explored nearest neighbors
becomes too large to be displayed in a comprehensible
manner, a random selection is made. Yet, all nearest
neighbors that fall within the exploration range are used
in the construction of the relevant search space.
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Figure 2. Using the interface to explore the
feature space around a relevant image.

The retrieval system collects the positive feedback
and negative feedback images and their explored
nearest neighbors. Then a new iteration is started where
the user is presented with the most informative images,
which are those images that have the highest informa-
tion scores, and with the best images, which are those
images that have the highest relevance scores. The user
can continue refining and exploring the search space
until he or she is satisfied.

3.2 Feedback Sets

Let the positive feedback example set S at iteration
t consist of all selected relevant images gathered thus
far

st ={(st wi i) (s wib )} M

where, for each example image s;*, w;' are the cor-
responding feature weights at the time of exploration
and 7;* is the exploration range as selected by the user.
Let the negative feedback example set S; at iteration ¢
be defined similarly

S ={(srwi ), (Smp Wap )} - (2)

When a user re-explores an image, its previous feature
weights and exploration range are updated with their
new counterparts.

Let Af; be the set of images at iteration ¢ within the
exploration range of a positive feedback example

Al = {x € D|dwi+(sl-+,x) < rl-+} , 3)

where x is an image from the image database and
(si",wit,r*) are from the i-th tuple of S7. Let A;; be
similarly defined as the set of images at iteration ¢
within the exploration range of a negative example

At_l = {x € D|dwi'(5i_'x) < ri_} . (4)

We now define the active set A, as the set of images
at iteration ¢ that are in at least one of the positive sets
and not in the negative sets
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Ag . (5)

Constructing the Most Informative Image Set. To
determine the most informative images, we first
calculate the information score 7; of each active image
a at iteration ¢ as the minimum distance to their
associated feedback examples

T;(a) = (s,urzr,lri)r}ss;f d, (s,a) . (6)

Note that an active image can be in the exploration
range of several feedback images. Next, we pick the
images with the highest information score, thus
maximizing the minimum distances. As a result, images
on the border of our search space will obtain the highest
information score.

Constructing the Best Image Set. Besides the most
informative images, which allow the user to continue
exploring the feature space, we keep an image set that
contains the best images thus far. For each active image
a at iteration ¢ we calculate a relevance score. A simple
way to calculate the relevance score T of an active
image would be to count how many positive feedback
images include this particular image in their exploration
range

TR (a) = Z 1{x|dw‘i*(sz:+'x)<ri+}(a) . (7)
i=1

where 1,(x) is an indicator function, indicating the
membership of x in set A. An alternative way is to give
each active image a score that is dependent on the
distance to its feedback point(s)

+
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where 1,(x) is the indicator function as used before and
% a constant t hat
decrease as an active image approaches the border of
the exploration range.

i=1

4. Feature Selection and Weighting

The collection of explored feedback images provides
us with a convenient setup for /ocal feature selection. In
particular, it allows us to take into account prior feature
density by giving higher weight to feature regions
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where images cluster unexpectedly. This is desirable
given that for features to which the user is indifferent,
clustering will naturally occur at the feature regions of
high prior density. In our method, the influence of the
latter kind of features is suppressed. The resulting local
feature weights are used to measure image similarity, (i)
to new images to be explored, and (ii) to example
images s, through the distance functions d,,(s,x) of
equations (6), (7) and (8). Our approach is to estimate
the prior feature value density corresponding to the
local clustering of examples at the image under study
and set the distance function weights accordingly.
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Figure 3. The local feature weight depends on
the prior feature value density of the estimated
interval.

In Figures 3a and 3b we have illustrated the weight-
ing by prior density principle for a certain feature. The
feature values of the collection of relevant feedback
images are indicated b y , + " s irsbythrfiguek. In
this example the images have formed two clusters in the
feature value range, one small cluster and a larger one.
In Figure 3a we see that the large cluster is located
around the bulk of the feature density, whereas in
Figure 3b it is located in a less dense region. We want
to determine the optimal feature weight for a particular
image. Assume that it has a feature value that falls
within the large cluster. We establish a suitable feature
interval, indicated in both figures by the orange bars,
which we use to estimate the prior feature value density.
The estimation technique is described below in more
detail. As the density contained by the interval is high
in Figure 3a, it means that feature values in this interval
are not very remarkable and consequently its weight
should be low. In Figure 3b however, the density is low
and therefore there is strong evidential support that the
clustering around this particular image was intended by
the user and consequently the associated feature weight
should be high.

We use the distribution of the relevant examples to
establish the feature interval that we should look at for
estimating the prior feature value density. Consider the
absolute deviations in feature j between image s and
each of the active images

a€dslsi—al . ()

Taking the median of this sequence gives us the median
absolute deviation, mad,, which offers a measure of the
spread of the active images around s for each of the
features j. We will now let the local feature weight
depend on the prior feature value density of the
estimated interval [s; - mad;, s; + mad,].

The density p can be estimated using standard non-
parametric methods based on quantization. As we have
normalized our data, we found that a reasonable and
fast approximation of this density can be obtained by
means of the standard normal cumulative distribution
function @

p([s; — mad;, s; + mad;])
®(s; + mad;) — ®(s; — mad;),

P (10)

We then transform this density into a weight w; using
! 11
wy=——-=,
J 1+ ,Bpj ( )

where B is a constant that controls how fast the weight
decreases for increasing density. High feature weights
are achieved for intervals of small prior probability and
low weights for intervals with high prior probability.
Stronger selection can be enforced by first thresholding
pj, i.e. setting p; to zero when p; is larger than the
threshold. After normalizing the weights, the resulting
distance function to image s is

d,(s,x) = 12)

5. Experiments

We used two test databases for the experiments. The
first database was composed of 3000 images taken from
the Ponce Texture Database [20], see Figure 4. The
3000 image test set included the 1000 original textures,
and 2000 images which were either randomly rotated or
scaled from the original versions by up to 15%,
resulting in a set of textures that vary in 3D perspective,
shape and orientation. The images in the Ponce
database are categorized into 25 classes, where each
class thus contains 40 original textures, 40 rotated ones
and 40 scaled ones. The second database was composed
of the Corel5k Database [21], see Figure 5. This test set
consists of a selection of 5000 images from the Corel
Stock Photo Library, categorized into 50 classes with
each class containing 100 images. All images are
represented by the MPEG-7 Homogeneous Texture
Descriptor [22] and by a color histogram, based on a
uniform quantization in 152 bins.




For our experiments, we have simulated users that
search for images belonging to a certain image
category. We have performed the experiments on three
systems, with 1) the first system using our proposed
exploration interface and optimal feature weighting
technique ("Explore-OFW"), ii) the second system using
the exploration interface without feature weighting
('Explore-NFW'"), and iii) the third system using a
standard interface and the query point movement
technique as proposed by Rocchio ('Rocchio’). As one
of the strengths of our approach is the interface that
provides easy access to additional relevant and non-
relevant images, we acknowledge that the Rocchio
system cannot be fairly compared with both Explore
systems. However, as the systems try to achieve the
same goal and are given the same data to work with, we
believe that in this sense all systems are comparable. To
keep the comparison as fair as possible in all other
regards, we have kept the other properties of the
interfaces the same, e.g. the number of images on which
feedback can be given per iteration.

We have set up a set of experiments for each of the
image categories, where the goal is to find all images
belonging to that class within at most 10 iterations. Due
to the fact that for each experiment we fill the initial
screen with random images, we are affected by the page
zero [23] problem. The page zero problem refers to the
fact that the retrieval performance depends in great part
on which images appear within this initial screen, and
specifically how many of these random images belong
to the class of interest. Therefore we perform the
experiment for each class 50 times and average the
results. If the initial screen does not contain any
relevant image, we generate a new set of random
images until at least one relevant image is shown.

Every iteration the user is presented with 40 images.
For both Explore systems, these images are composed
of the most informative images as calculated by (6). For
the Rocchio system, these images consist of the
resulting images after performing query point
movement As real
much feedback, in our simulation per iteration a
maximum of 5 images are marked as relevant and a
maximum of 5 as non-relevant. Besides the images on
which feedback can be given, a separate result set is
kept that contains the best ranking images. For the
Explore systems, these images are composed of the top
images as calculated by (8). For the Rocchio system,
the best ranking set is the same set as the informative
set, containing the resulting images after query point
movement. Note that for the Explore-NFW system the
features weights are fixed in the distance functions used
in (6) and (8), so all features have the same importance.
In our results we define precision as the number of
relevant images found over the top 40 best ranking
images.

As we can see in Figure 6, the average precision on
the Ponce image database rapidly increases for both
Explore systems, reaching 80% after 4 iterations and
still improves during following iterations. The Explore-
OFW system obtains a higher average precision during
the first few iterations than the Explore-NFW system

users

and afterwards both systems settle around the same
average precision. The Rocchio system finds almost all
the relevant images it is able find after the first few
iteration, and hardly improves after that, reaching a
maximum of 55%.

In Figure 7 we show the average precision for the
Corel5k image database. Even though the results for all
systems on this collection are not as high as the results
on the Ponce set, both Explore systems still outperform
Rocchio, with the Explore-OFW performing a little
better than Explore-NFW. One of the strengths of the
Explore systems —collecting relevant images instead of
ranking all database images — also becomes one of its
weaknesses if the exploration technique has difficulty
finding a large range of relevant nearest neighbors.
During our experiments we observed that it relatively
frequently happens that the nearest images to a relevant
image in the CorelSk database ar en " t
themselves. Using feature weighting improves on this
only slightly. This is a natural result of the lack of
discriminatory power of color and texture features for
predicting the Corel categories. Another issue that has
an impact on the results of all our systems is that in the
Corel5k database the same type of images appear in
several categories, for instance polar bears appear in the
categories ., Al askan Wi
Bear s* Nthisndetdseh i widelg @sed in the
research community and is therefore an interesting
benchmark for our experiments.
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Figure 7. Average precision results on the
Corel5k database.

From our experiments we can conclude that our
novel exploration approach improves over a standard
approach using Rocchio. Also, our feature weighting
scheme proves to be most useful in the earlier iterations
of the search, which is beneficial to the normal user, as
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