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Abstract

We present a case study in which sequence mining algorithms were applied to web access
log data. The data are from a portal that is targeted for business users. In this portal, like
in many others, content is described using a set of descriptors, such as keywords, category
and type. We investigate whether representing content by the type rather than its identifier
enables existing sequence mining methods to obtain interesting patterns. Rather than a more
traditional approach based on measures such as support and confidence, we analyze results
from an application perspective. This enables us to identify opportunities for improving and
extending these methods.

1 Introduction

Understanding the behavior of users in websites is essential for successful e-business (e.g., pricing [3]
and improving loyalty [10]). The most common approach to this task is based on the analysis of web
access logs, which store clickstream information, i.e., information about the requests performed by
the users of a website. Given the information in web access logs, which can be regarded as sequences
of clicks, a natural approach to analyse the navigation behavior of users is the use of sequence mining
methods [8].

The case study in this work is PortalExecutivo.com (PE), a Portuguese web portal targeted to
business executives. The goal of PE is to become an essential information tool for its customers
by facilitating the access to a large body of relevant content. One interesting feature of PE is that
although only registered users can access content items, guest users (i.e., non-registered users) are
able to navigate within the structure of the portal and view summaries of those items. Like for any
portal, understanding the behaviour of its users is essential for PE to provide a better service to
them. Improvements can be made regarding services (e.g., if email alerts are not used, maybe they
should not be provided), structure (e.g., relocation of a sub-tree of the content hierarchy which
is not commonly accessed), meta-data (i.e., meta-data describing content, such as keywords and
categories) and type and quantity of content (e.g., increasing the number of items from a particular
source which is very popular). Two questions that are relevant to analyze the behavior of users are:
Which are the paths most frequently followed by the users? Are there differences in the navigation
patterns of guest and registered users?

The use of data mining techniques to address this kind of questions is usually referred to as web
usage mining (e.g., [9]). The use of sequence mining techniques for web usage mining is increasingly
popular (e.g., [5]). One method of analysis would be to do process mining as discussed in [13, 14].
The browsing behaviour will result in sequences of clicks and these sequences can be interpreted
as Petri nets describing this behaviour. However, probably there are multiple types of users with
different Petri nets and it is difficult to separate these users in different workflows.



In this paper we present a case study of the application of sequence mining algorithms to address
those questions. However, most papers focus on research issues (e.g., proposing and comparing
methods) and evaluate results in terms of technical measures (e.g., confidence and support) which
relate only indirectly to application goals. By taking on this application perspective we are able
to identify advantages and disadvantages of this approach, focusing our analysis of results on a
business point-of-view rather than a more technical perspective. We also investigate the effect of
using an alternative representation of items in the sequences. The representation is based on the
meta-data (i.e., descriptors such as type, category, keywords) which are often used to describe
content in portals. Although the paper focuses on a case study, we believe that conclusions are
applicable to a wide range of websites.

A summary of the necessary background is given in Section 2. More detail concerning the
application is given in Section 3. In Section 4 we present results, which are discussed in Section 5.
Some conclusions are given in Section 6.

2 Background

In this section, we provide background concerning the Web and Sequence mining, which puts our
work in a suitable context.

2.1 Web Usage Mining

The amount of information available on the web makes the use of semi-automatic tools essential
to obtain knowledge that is useful to users. One approach to this problem is web mining, which
consists of the application of data mining methods for that purpose. A good overview of web mining
can be found in [9].

One of the sub-categories into which web mining is commonly divided is web usage mining. It
is defined as the “application of data mining techniques to discover usage patterns from Web data”
[12]. Most of the time this is achieved by analyzing access log data that represents clicks that users
make and is generated by the web server. A number of problems arise in the use of this type of
data, which include the accurate identification of the user and navigation that does not generate
requests to the server (e.g., pages stored in local cache). A number of different web usage mining
applications have been reported, such as personalization, user profiling and site modification.

2.2 Sequence Mining

The goal of sequence mining is to identify interesting sequential patterns in a database of sequences
[1]. Data is stored as sequences in many applications, such as in biology [4], shopping baskets [1]
and web access logs [11]. Here, we will limit our description to basic concepts which are required
to understand the rest of the paper. More information can be found in many papers dedicated to
this area (e.g., [8, 2, 4]).

We assume we have a database D of sequences of items, where each item is an atomic represen-
tation of an object of interest in the application (e.g., a request for a content item in a web portal).
We call a given sequence d = (dy,ds,...,dn,) a super-sequence of a sequence s = (s1, 8o, ..., Sk) if
k < m and for each s; (1 < i < k) there is a dj, (1 < j; <m) with s; = d;, and j;—1 < j; (i > 1).
We denote this with s < d. The sequence s is called a sub-sequence of d. Commonly a sequence
d € D is said to support a pattern s if the pattern is a sub-sequence in the sequence d:

(5,d) = 1 ifs=<d;
SUPPA: %) =13 0 otherwise,

We then can define the sequence_support of pattern s in database D as

sequence_support(s, D) = Z supp(s,d)
deD

We call s a frequent subsequence if its sequence support is larger than or equal to a user-defined
threshold minsupp. This defines sequential patterns on sequences of items. Another definition of



sequential patterns was given by Agrawal et al. in [1], in which they define sequential patterns on
sequences of item sets.

The most common task addressed in sequence mining research is the identification of frequent
patterns. PREFIXSPAN as described in [8] searches for those patterns with support larger than or
equal to a given support threshold minsupp. The algorithm starts with all frequent sub-sequences
of size one. For each sub-sequence a projected database is created. The projected database is a
database of pointers to the first item occurring after the current pattern, also called the prefix. A
sequence is only in the projected database if it contains the prefix. The set of frequent sub-sequences
is extended with all frequent sub-sequences of size two by only looking in the projected database.
Again for each frequent sub-sequence of size two a corresponding projected database is created.
This process continues recursively until no extension is frequent anymore.

More recently, other tasks have been addressed, such as classification of sequences. A few meth-
ods have been proposed to search for maximally discriminating patterns, such as PREFIXTWEAC
[4] and correlated association rule mining [15]. The main parameter of PREFIXTWEAC, used in
this work, is the number of k¥ maximal discriminating patterns (i.e., the k most different patterns).
This k can be used to prune, even though the difference measure doesn’t have the anti-monotone
property. This technique is described in more detail in [7].

2.3 Sequence Mining to Mine Web Access Log Data

Sequence mining algorithms are commonly used to analyze access log data [5, 11]. However, ex-
perimental evaluation in most papers is done from a technical perspective (e.g., computational
efficiency). For understandable reasons, there are very few examples where the results of a sequence
mining algorithm are evaluated from the point-of-view of the application. A notable exception is
the work of Spiliopoulou and Pohle [11]. They apply a sequence mining algorithm to the logs of a
website containing a database of German schools. The structure of the site is changed based on the
patterns found and the impact of those changes is quantified using suitable metrics (contact and
conversion efficiency).

The questions addressed by these authors are similar to the ones that are investigated in this
work. Besides identifying frequent patterns in navigation sequences, the navigation patterns of
customers and non-customers patterns are also compared. A heuristic in two phases is proposed:
first frequent patterns are identified in customer sessions. Then, these patterns are applied to non-
customer sessions to find interesting differences.

3 Problem Definition

PortalExecutivo.com (PE) is a Portuguese web portal targeted to business executives. The business
model of PE is subscription-based, which means that only paying users have full access to content
through web login. However, users can freely browse the site’s structure and glimpse the kind of
content which is available. Although some of the content is provided by PE, the majority originates
from a large number of partners, which include several publications (The Economist, Wired, etc.)
and companies (Accenture, Portugal Telecom, McKinsey, etc.). Value is added not only by concen-
trating content in a single access point but also by structuring and interrelating content items in
a way that makes it easier for the user to find relevant information. This is achieved by providing
several mechanisms (e.g., a search engine) that are based on quite a rich set of meta-data fields
that are associated with each item, including keywords, categories, source and authors.

The goal of PE is to facilitate the access of its members to relevant content. To pursue this
objective, it is essential to obtain as much information about the profile and the behavior of its
users as possible. A number of different questions arise, including the two which we address in this
work:

e Which are the paths most frequently followed by the users?
e Are there differences in the navigation patterns of guest and registered users?

Answers to the first question can be used, for instance, to identify problems in the structure that
cause inefficient navigation. Additionally, those patterns can be used to identify content which a



users 3,237

sessions 71,547
accesses 1,784,642
content items 18,959
content types 651

Table 1: Basic statistics for the access log data.

Field 1st click 2nd click 3rd click

Title home page Analysis of National Budget The Xmas trap
Type navigation article news

Source — PE clipping service

Table 2: Alternative representations for a given session using different fields from the meta-data
describing content items.

user is expected to be interested in and, thus, provide recommendations. As for the second question,
differences between guest and registered users could be used, for instance, to adapt the site to the
behavior of the former, with the goal of convincing them to register.

Commonly, web usage mining is carried out with data from web access logs generated by the
web server. However, the pre-processing of access logs required to obtain data which is ready for
mining is not a trivial task [12]. Problems for which there is really no definite answer include the
identification of sessions (i.e., sequences of clicks that constitute one session of the user on the site)
and the identification of the user within and across sessions. However, in this case study we are able
to avoid these issues by the use of access data which is stored by the content management system
of PE in a table of a relational database. There are 6 fields in this table: content id(entifier), session
id, user id, time stamp, title and type of content item. Our analysis has focused on two of these,
namely the id, which uniquely identifies content items, and the type, which aggregates items into
groups, such as articles, news items, homepage, etc. This table can be regarded as a clean version
of the access logs. We have used data from the period between May 2002 and November 2005, for
which a number of statistics is given in Table 1.

4 Mining Different Representations of Sequences

In a typical application of sequence mining to web access logs, each sequence is a session represented
as a set of content item ids. Given the large number of different content items (18,959), not many
sequences are expected to achieve the minimum support. In spite of this, it may be expected that
in such a portal, some content items are very popular (e.g., an interview with Jack Welch or an
analysis of the national budget) and, thus, patterns relative to these items could exist.

As mentioned earlier, content items in PE are described not only by the id (or title) but also
by a set of descriptors (i.e., meta-data) which include author, category, type and keywords. These
descriptors can provide an alternative representation of content items, as shown in Table 2. These
alternative representations can be exploited for sequence mining. Different patterns will be obtained
that provide different perspectives on the navigation patterns of the users. For instance, with the
original representation it is possible to obtain patterns such as: “users that access the analysis of
the national budget for 2004, followed by an interview to the Minister of Finance”. By representing
content items using their type or source, patterns such as “users that read news, followed by
articles” and “users that read content from the clipping service, followed by one from Wired”,
respectively, can be obtained. Alternatively, given that meta-data descriptors usually provide a
higher-level representation of the content, the domain is usually smaller (e.g., 651 different content
types), which means that more patterns are expected to have higher support and, thus, more
knowledge may be obtained. On the other hand, this approach is more useful for characterization
of the navigation patterns than for recommendation of content. For instance, given the first pattern
above, if a user accesses the analysis of the national budget for 2004, the portal may recommend
the interview with the Minister of Finance to this user. Using the second pattern for this purpose
is more difficult because, if a user reads a news item, then it is necessary to choose which, from the



many articles available, to recommend.

4.1 Results of Frequent Itemset Mining

To address the first question, we have used our implementation of the PREFIXSPAN algorithm for
frequent sequence mining [8]. All patterns with a minimum support of 100 were analyzed.

The results confirm our expectations. We obtained approximately 5,000 patterns and very few
were interesting. Most of them were related to navigation pages (i.e., non-leaf nodes in the site
structure). Our hypothesis that some content items could be sufficiently popular to appear in
sequences was confirmed in very few cases only (e.g., an analysis of the national budget for 2004,
following the homepage of the portal).

Next, we applied PREFIXSPAN to the sequences in which the items were represented as the
type of content (2nd line in Table 2). As expected, many more interesting patterns were obtained.
For instance, we observed that in 1,261 sessions, the user browses through several articles and
then prints one of them. Additionally, in 859 sessions, the user accesses the stock exchange quotes,
followed by news. Although further investigation is required to investigate these patterns, they can
trigger changes in the way PE provides its service to these users. The first pattern may indicate
that these users search for content to read while returning home. If this is the case, then these are
clearly users that could benefit from a personal recommendation mechanism in the portal triggered
at the most suitable time (i.e., when the user usually returns home). The second pattern suggests
that it could be a good idea to have a page where both quotes and recent news items (particularly,
financial news) could be provided to these users.

4.2 Results of Sequence Difference Mining

Concerning the second question, with the goal of understanding the difference between browsing
behaviour of registered and unregistered users (i.e., guests), we have addressed it with the PREFIX-
TWEAC algorithm [4]. We have set the time window parameter to 10 and we have analyzed the
100 mazimal discriminating patterns obtained with a minimum support of 100. These patterns do
occur for one group of users, but do not occur for another group.

As in the earlier set of experiments, we started by representing items by their ids. Again, the
results were not outspoken. First of all they are not very discriminating: the maximally discrim-
inating pattern matches 171 sessions of registered users and 298 guest sessions. Additionally, the
patterns obtained are not very interesting from an application point-of-view.

Using the alternative representation, where the algorithm is applied to sequences of types of
content items, more interesting results were obtained. For instance, as could be expected, registered
users have longer threads of articles, news items and other functionalities than guests. A more
interesting observation, from a business perspective, is that guest users access the areas of the
partners less often than registered users. Given that this is one of the main features of the portal,
we would like guest users to be more exposed to it. Therefore, the partners should be made more
visible to guest users, for instance, by highlighting the most recent contributions or even by making
selected content available for free.

5 Discussion

We start by discussing the representation of the sequences. Next we identify a few problems which
could lead to variants of sequence mining algorithms.

5.1 Representation of Items

In general, our results show that for descriptive applications, in which the goal is to understand
the behavior of the users, more interesting knowledge can be obtained by representing the items
in sequences using more abstract representations, when these are available. In our case, we have
used meta-data containing alternative descriptions of the items. However, this approach may not
be suitable if the goal is to provide recommendations. That is, given a frequent sequence (A,B,C)



and a user who browsed (4,B), suggest C. In this case, the most common approach, in which items
are represented by their ids, may be better.

Additionally, in the current definition of sequential patterns it is possible to have an unlimited
amount of items, in the sequence in the database, between two items from the pattern. So if the
pattern is (A,B) then the sequence in the database containing the pattern could be (4,C,C,C,C,C,B).
This means that the patterns that are obtained hide some information. This may be an advantage,
if the loss consists of irrelevant details. For instance, one of the patterns observed was that many
users access the stock exchange quotes, followed by news. This is an interesting pattern, independent
of how much browsing the user does in between these two types of content. On the other hand,
the missing information may be important for the interpretation of the pattern. For instance, in
the other pattern mentioned above, concerning users that browse through several articles and then
print one item, it may actually mean that the item that is printed is not an article. This may
be addressed by looking for patterns consisting of adjacent items or by imposing a constraint on
the size of the gap or the size of the pattern [2, 6]. Alternatively, this issue could be addressed
by extending the representation of the rules with some statistics describing the distribution of the
items in the gaps. For instance, given the pattern (A,B,C) with matching sequences:

(A,C,B,C)

(A,C,D,B,D,C)

(A,B,C)
the pattern could be complemented with histograms describing the size of the gaps in the sequences.
In this case, the histogram for the subsequence of the pattern (A,B) would be 1/0 (meaning 1
sequence with gap size 0), 1/1 and 1/2, and for the subsequence (B,C), 2/0 and 1/1. Additionally,
information about the items in the gaps would also be useful. In this case, concerning subsequence
(A,B), the gaps in the sequences contain C twice immediately after A and both C and D appear once
each immediately before B. Although this kind of information could be collected in the sequence
mining process, given the large amount of different statistics that may be interesting, it would
better be implemented as a tool for post-processing sequential patterns. A related approach has
been proposed earlier, in which patterns are represented as aggregate trees [11].

The use of an alternative representation for items based on meta-data introduces another issue.
Many redundant patterns of the form (A4,B), (A,A,B), (A,B,B), (A,ABB), etc. were obtained. Again,
results could be simpler to understand by post-processing the patterns. For instance, these patterns
could be represented by a single regular pattern (A{1,2},B{1,2}).

5.2 Suggestions for Sequence Mining Research

We have identified four alternative sequence mining tasks which could be useful for the analysis of
access log data but are possibly also applicable in other domains.

Mining frequent repetitive subsequences The goal is to find subsequences that repeatedly
appear within sequences. An an example the subsequence (A,B,C) is a frequent repetitive pattern in
the following data:

sequence 1: ...AB.C ...{e; elements} ...ABC ...{es elements} ...ABC ...

sequence 2: ...AB,C ...{es elements} ...ABC ...

One application in access log mining would be to find repetitive behaviour of users that may,
for instance, indicate that different organization of the content or a recommendation system could
decrease the number of clicks required to reach necessary information. This method would require
two new parameters: minimum number of repetitions and range of valid e; values.

Mining frequent periodic subsequences The goal is the same as the previous one but im-
posing constraints on the variation of the values of e; for each pattern. For all e; of all sequences
matching a pattern, max(e;) — min(e;) must be smaller than a given threshold, which is a param-
eter to the algorithm. Alternatively, the function assessing the quality of patterns, which usually
takes only the support into account, could also include a term that reflects the amount of variation
of the e; values.



Mining frequent subsequences of elements represented as sets In this case, the goal is
to find subsequences of elements which are described using sets of properties [1]. As an example,
(A1,C1) is a frequent pattern in the following data, in which each item is represented by a set of
fields (XY...):

sequence 1: ... (A1B1),(A2Cq) ...

sequence 1: ... (A;B3),(B3Cy) ...

Its application in access log mining could be to identify navigation patterns combining different
representations for content items (e.g., content id, category, keyword, author).

Mining frequent subsequences of structured elements The goal is the same as in the
previous task but the patterns are built taking into account constraints on the values of sets. As an
example, assume the constraint C' < A, which means that including in a pattern a value concerning
the field C is possible only if the pattern already restrains the values of field A for the same item.
Then, in the following data, ({(B1)(A2)), ((A1)(A2)) and ((A1C2)(As)) are frequent patterns but not
((C2){ha)

sequence 1: ... (A;B1C1)(As) ...

sequence 2: ... (A;B1Ca)(As) ...

sequence 3: ... (A;B2Ca)(A2) ...

In access log analysis, this could be used to identify time-references navigation patterns, e.g.,
if A is the category and C is the weekday, we would be able to obtain patterns such as “users who
consult the stock exchange section on friday” but not patterns such as “users who access something
on friday”.

6 Conclusions

This paper describes the application of frequent sequence mining methods to web access log data.
First, we exploit an alternative representation for the items that constitute the sequences. We
compare the common approach, in which items are represented by their ids, with a higher-level
representation, which indicates the type of content (e.g., navigation page, article, news item). Al-
though we have focused on an alternative representation which is specific to the application at
hand, similar approaches can be followed in other access log analysis problems, because many web
sites are currently supported by content management systems which characterize content using this
kind of meta-data.

Rather than proposing a new algorithm, we apply existing algorithms. However, we provide an
analysis of the results from an application perspective. We observe that, if the goal is to understand
user behavior, it is possible to obtain better patterns with the alternative representation. We also
discuss the applicability of frequent sequence mining to web access log data in light of that analysis.
We identify some advantages and shortcomings. Although this is not a novelty in the community,
this application confirms that better post-processing methods are required.

Finally, based on this application, we identify variants of frequent mining tasks which can be
useful. We expect that our observations will trigger research on methods to address those tasks.
Although they are identified in the context of access log mining, we believe that they may be
relevant in different sequence mining applications.
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