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Preface

Motivation

This is the Master Thesis of my Computer Science Master studis at Leiden University. |

wanted a subject that | found interesting, in line with previ ous projects, and with a real-life
application for my nal Master Project, which resulted in th is Master Thesis. Before this |
have been working on Sokoban and SameGame, two games/puzzlaith related NP-complete

optimization problems. During these projects | have learnél a lot about optimization techniques,

solving methods and complexity issues. For my nal project | wanted to extend my knowledge
about these subjects to a more real-life problem, and while towsing the internet | came across
the Vehicle Routing Problem.

Compared to the previous two subjects from Combinatorial Gane Theory that | studied, the
amount of research done on the Vehicle Routing Problem is hug | found it an interesting and
worthy challenge to study the previous work and extract the relevant pieces for this thesis. After
this process, | tried to apply my knowledge from previous prgects and studies to the Vehicle
Routing Problem, and | wanted to see if | could apply new techriques such as Monte Carlo
Simulation to the Vehicle Routing Problem.

During my studies and even more during this project | discoveed that Monte Carlo Techniques
intrigued me a lot. Speci cally, | found it interesting to se e how a method as simple as Monte
Carlo Simulation could solve or optimize extremely di cult problems that we cannot seem to
solve any further by applying traditional techniques. The technique often shows the so-called
\emerging behavior", or \emerging intelligence", one might say. There is still a lot to discover
on this subject and | expect Monte Carlo Techniques to play a gni cant if not great role in
the development of the whole eld of Arti cial Intelligence .

As said before, | choose this subject partly because it has aevy clear real-life application.
Attempting to seek for real-life testing data and algorithms that were doing the vehicle routing
job, I contacted multiple national and local package transporting companies. Unfortunately
none of them responded positively to my request for an informtion exchange. Nevertheless |
was able to nd an excellent test set for my project, so the la& of practical data and information
was not a problem at all.
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Introduction

Vehicle Routing Problem

The Vehicle Routing Problem (VRP) is a widely studied combinatorial optimization problem
that was introduced | by now half a century ago | in 1959 by Dant zig and Ramser in [11].
The Vehicle Routing Problem is de ned in [41] as the problem & serving a number of customers
with a eet of vehicles, minimizing the cost of distributing the goods. We will see in Chapter 1
that because of the many variants of the Vehicle Routing Prollem, this de nition is acceptable
but actually does not cover the entire problem.

Other than it being a very interesting problem to study for computer scientists, the problem is
also important to the industry sector, where it has applications in the elds of transportation,
distribution and logistics. Large package shipping compaies bene t greatly from implementing
the Vehicle Routing Problem as e ciently as possible: everypercentage saved on transportation
costs means saving tremendous amounts of money.

Monte Carlo Techniques

The term \Monte Carlo Techniques" is used to describe a clas®f algorithms that relies on some
use of random sampling to nally acquire a solution to a givenproblem. For example in Monte
Carlo Simulation, the decisions made when traversing throgh the search space are based on
performing random simulations for the possible successortates. Monte Carlo Techniques are
often used when traditional heuristic methods fail, most ofen because it is hard to derive an
admissible evaluation function to determine which of the cadidate successors is to be selected
next. These techniques are nowadays widely used in all kindsf optimization algorithms, and,
as we will see, can also be applied to the Vehicle Routing Prdém.

Organization

Chapter 1 starts with a description of the Vehicle Routing Problem and gives an overview of
its variants. Several solution methods are presented in Chater 2. Monte Carlo Techniques are
introduced in Chapter 3, and Chapter 4 describes how these tdniques can be applied to the
Vehicle Routing Problem. We will also propose a new Monte Cdo based algorithm and give
an outline of how it performs compared to existing techniqus. Chapter 5 concludes the thesis.
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Chapter 1

The Vehicle Routing Problem

1.1 Introduction

This rst chapter describes the Vehicle Routing Problem in detail, starting with a formal de -
nition of the concepts, various notations, and a descriptim of how the problem is related to the
Traveling Salesman Problem. Next, the main variants of the goblem are outlined in various
subsections. The chapter ends with a section devoted to thearnplexity of the Vehicle Routing
Problem.

1.2 Problem De nition

Let us start with an introduction to the concepts that are used within the Vehicle Routing
Problem (VRP) . A customer is an entity that has a certain demand and therefore requires
the presence of avehicle , a unit that can move between customers and thedepot, a unit
that initially possesses the demands of the customers. Theeet is de ned as the total group of
vehicles. Moving a vehicle between the depot and the customg comes with a certaincost. A
route is a sequence of visited customers by a certain vehicle, stamg and ending at a depot.
The goal of the Vehicle Routing Problem is to serve all customers, miimizing the total cost of
the routes of all vehicles. A visual example is given in Figue 1.1 (to keep visualization simple,
the graph in this gure is not complete).

The underlying structure of the VRP is a complete graph G(V; E) with cost matrix C:

V = fvg;ve;vo;iiisvpgisasetofn+1 (n 1) vertices. We distinguish the depotvgy and
exactly n customersfvy;va;:::;vhg
E=1f(vi;v)j0 ] n;i 8 jgis the set ofjVj (jVj 1) (directed) edges (arcs)

between the vertices, called theroads . If the distance between two vertices is identical in
both directions, the restriction i <j is added, and we talk about thesymmetric variant
of the problem.

11



C = (¢j) is a matrix, where ¢; 0 is the distance corresponding to edgew;v;); Gi is
always equal to 0. We will also denotec; = c(vi;V;). Depending on whether or not the
VRP is symmetric (see Section 1.3),cj = ¢j . Also, the triangle inequality is generally
assumed to hold herec; cx + ¢ (0 ij;k  n).

In essence, an (extremely) simpli ed variant of the Vehicle Routing Problem is the Traveling
Salesman Problem (TSP) . The goal inthe TSP isto nd the shortest possible tour (in terms
of total distance) that visits each of the cities exactly once. This corresponds to the instance of
the VRP where the cost is only dependent on and directly propetional to the distance, there
is only one vehicle, and no further (capacity) restrictions apply. In that case we could de ne
a route as a vectorR = (Vvo;V1;:::;Vk+1), With vo = w41, 0  k  n. The rst restriction,
Vo = Vk+1, IS t0 ensupg that the route starts and ends at the depot. The gal would be to
minimize the function g ¢jj +1.

Figure 1.1: A solution for an instance of a VRP with 13 customes and 3 vehicles.

The instance of the Vehicle Routing Problem that accommodages multiple vehicles is theMul-

tiple Traveling Salesmen Problem (MTSP) , the variant of the TSP in which there are
multiple salesmen walking around. We extend the previous mized list with the following
de nitions to work towards a de nition of the VRP:

m, with m 1, is de ned as the number of vehicles, or theeet size .
vievi,0 j<° ki), starting and ending at the depot. Here k; is the length of route
instance.

P. S
C(Rj) = jk'zo c(vj' ;vjI +1) is de ned as the cost of route R;.

12
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C(S)= [, C(Ri) is de ned as the total cost of solution S, satisfying Ri \ Rj = fvog
for all routes R and R; (1 §;j m,i6j), and[2;R; =V, so that each customer is
served exactly once. Here we treat the route vectors as sets.

C(S)! min is the minimization task at hand in the VRP/MTSP.

We have now de ned the Vehicle Routing Problem that we introduced in the beginning of
this section in terms of a minimization problem. However, there is more to these customer
demands than simply vehicles \visiting" the customers. These additional customer's demands
are speci ed in more detail in the following de nitions:

d=(do;ds;:::;dy) withall di>0( i n), wheren is again the number of customers,
is a vector of the customerdemands ; dg, the demand of the depot, is always equal to O.

i is de ned as a function for the service time : the time to unload all goods at customer
vi (1 i n). This function is often dependent on the size of the demand of that
customer. We will also denote ; = (v;).

P, P,
C(R)=  [Looviivig)+ [ (v))is now (re)de ned as the cost of route R;.

1.3 Variants

There are many variants of the Vehicle Routing Problem that require a modi cation of the
de nitions given in the previous section. This section gives an overview of the the most common
simpli cations of, and extensions to, the VRP. Note that the se variants do not necessarily
exclude each other, combinations of two or more of these vaaits can be made to form more
complex variants of the VRP. We will rst consider some \small" variants of the Vehicle Routing
Problem, before we dive into various subsections that eacheabcribes a variant.

Variants of the Vehicle Routing Problem with multiple depot s are referenced to adMultiple
Depot VRP's. A VRP is considered to be aPeriodic VRP (PVRP) if the planning is not done
in one day, but spread over multiple days. A variant of the VRP that has a certain bound T
on the maximum distance a vehicle travels each day is called distance constrained version
of the Vehicle Routing Problem. The total distance traveled often has in uence on the total
time (along with the service time). When a maximum allowed time per vehicle or for the entire
routing is speci ed, we talk about the time constrained VRP.

We talk about the Symmetric Vehicle Routing Problem (SVRP) if the direction in which we
travel from customer i to j does not matter, soc; = ¢; for all customersi andj. If this is not

the case and there exist customers and j for which ¢; & ¢;, we talk about the Asymmetric
Vehicle Routing Problem (AVRP).

1.3.1 Capacitated Vehicle Routing Problem (CVRP)

The Capacitated Vehicle Routing Problem (CVRP) is the most common and basic \ariant
of the Vehicle Routing Problem. In this variant, a xed eet o f m (m 1) delivery vehicles

13



must service the customer demands, with the additional regiction that these vehicles are
capacitated : they can contain goods (the customer's demands) up to a cesin maximum
capacity.

In the Homogeneous CVRP (or Uniform Fleet CVRP) each vehicle in the eet has the same
capacity Q. The only di erence in the formal de nition is that a route is considered feasible
ifsthe total demand of all customers on a route R does not exceed the vehicle capacityQ:
( j!(Zl di) Q (whered; is the demand of customerv;). Of course, to ensure that vehicles are
always big enough, the demand of a customer is never greatehan the capacity of a vehicle:
d Q@ j n). Alsgythe total demand of all customers can not be greater han the total
capacity of all vehicles: ( .; d) m Q.

3 Route 2

Route 3

18

o
I

Figure 1.2: An example of a solution of the Capacitated Vehite Routing Problem with with
1 depot, 15 customers, 3 vehicles, customer demands (givenside the nodes) and a vehicle
capacity Q = 18. The three vehicles 1, 2 and 3 used capacity 17, 17 and 14espectively.

In the Heterogeneous CVRP (or Mixed Fleet CVRP) the eet is composed of dierent
vehicle types, each with its own capacityQ; (1 f  m). A route is now de ned by a tuple
(R;f), where R is the route vector and f the vehicle type. Restrictions similar to the ones
we de ned for the homogeneous CVRP apply for the maximum demad per route and the
maximum total demand in relation to the capacity of the vehicles(s).

In some variants a type of vehicle also comes with its own xedcost Fy, for example rental
costs. Even the cost matrixC can be speci ¢ for each vehicle, so that we speak about a routg
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cost ofc,-‘} for getting from customer v; to customer v; with vehicle k.

The Capacitated Vehicle Routing Problem is a problem which,beautifully formulated by [16],
\lies at the intersection” of the earlier mentioned TSP and the Bin Packing Problem (BPP)

This problem is about objects of di erent volumes that must be packed into a nite number of
bins of a certain capacity, minimizing the number of bins use. The BPP is actually an instance
of the VRP with one depot, a homogeneous eet and a cost matrixthat has ¢; = 0 for all
customersi and j. We refer the reader to [38] for more details on the Capacitatd VRP.

1.3.2 Vehicle Routing Problem with Time Windows (VRPTW)

In the Vehicle Routing Problem with Time Windows (VRPTW), there is an additional

restriction that states that customer v; has to be served within a speci c time window By, ; "v,].
This interval is always within the scheduling horizon : the bounds of the time window of the
depot: [ey,; v,]- The de nition of the feasibility constraints of the VRP is extended with the
notion that each customer should be served within the boundof its de ned time window.

We have seen how the Vehicle Routing Problem is related to thef'SP and the BPP. Adding
time windows to the VRP introduces a third subproblem into the VRP, the Job Scheduling
Problem . For this variant the goal is to schedule multiple jobs of di erent length onto one or
more machines, attempting to minimize the length of the total schedule. An excellent overview
of the di erence between the VRP and the Job Scheduling Probém is given in [4].

1.3.3 Vehicle Routing Problem with Pickup and Delivery (VRPP D)

The Vehicle Routing Problem with Pickup and Delivery (VRPPD) is a variant in which
the possibility that customers return some commodities is ontemplated, so it is necessary to
take into account that the goods that customers return to the delivering vehicle must actually
t into that vehicle. Again several variants have been proposed. For example, there could be a
restriction that all picked up goods are returned to the depd, and there is no interchanging of
goods between the customers. However, a rental company (f@xample where you could rent
a printer) could remove this restriction. This is sometimesreferred to as the Vehicle Routing
Problem with Mixed Service (VRPMS).

A very similar variant is the Vehicle Routing Problem with Backhauls (VRPB), which is
in essence the same as the VRPPD, but with the critical restr¢tion that all goods must be
delivered before any goods can be picked up, because the veliis lled \Last-In, First-Out"
(LIFO). We refer the reader to [14] for more information about this version of the VRP.

1.3.4 Split Delivery Vehicle Routing Problem (SDVRP)

In the Split Delivery  Vehicle Routing Problem (SDVRP), the restriction that each customer
is served at most once is removed. For some instances of the ¥Rthis relaxation can introduce
interesting savings in terms of total cost. This variant also allows the customer to demand
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more of a good than the capacity of one vehicle, a situation tht is not unrealistic in real
life. Finding a solution to an instance of this variant of the VRP is much more complex, and
could theoretically make it a continuous optimization problem instead of a discrete optimization
problem. The SDVRP is studied in great detail in [1].

1.3.5 Stochastic Vehicle Routing Problem (SVRP)

The Stochastic Vehicle Routing Problem (SVRP) covers all the variants of the VRP in which
one or more properties of the VRP are random. For example, theeustomer can be present only
with a certain probability (think of an ice-cream car lookin g for children to serve). It can also
happen that customers have a certain random demand (for exapie depending on whether or
not the children are hungry). A random factor could also be ircorporated in the service time
(i.e., is it raining while goods are unloaded, slowing down lhe process?). Even more dynamic is
the variant where the distance matrix is not static and has random factors in uencing it. The
latter version is interesting, as it has a nowadays more and mre important practical application:
tra ¢ congestion situations. A good view on this variant of t he VRP is given in [39].

Figure 1.3: Left: Site-Depencendy: big trucks cannot entesmall streets (SDVRP, Section 1.3.6).
Right: Tra c congestion, an issue in the Stochastic VRP (SVR P, Section 1.3.5).

1.3.6 Site-Dependent Vehicle Routing Problem (SDVRP)

The Site-Dependent Vehicle Routing Problem (SDVRP) is a variant of the Heterogeneous

Capacitated VRP where there exists a dependency between thgype of vehicle and the cus-

tomer, meaning that not every type of vehicle can serve everytype of customer because of
site-dependent restrictions. For example, customers lodad in very narrow streets cannot be

served by a very big truck, and customers with very high demaxs require large vehicles. So as-
sociated with each customer is a set of feasible vehicles. ®wariant is discussed in, for example,

[23].

1.3.7 Arc Routing Problem (ARP)

An item that strictly does not t in the list of variants given in the previous subsections is
the variant in which customers are located at arcs of the grap instead of at the vertices. This
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problem is called the Arc Routing Problem (ARP) and is addressed in great detail in [17].
Interesting to notice is that is has been shown by [32] that ag Arc Routing Problem with n
vertices can be converted into an equivalent Vehicle Routig Problem with 3n+1 vertices (with
some additional quite common requirements even into an equalent VRP with 2 n + 1 vertices,
as shown by [28]). A very good survey of this problem is givenni [42].

1.4 Complexity and Hardness

As mentioned before, the Vehicle Routing Problem de nition lies somewhere at the intersection
of the de nition of the Traveling Salesman Problem (TSP) and the Bin Packing Problem (BPP).
Both of these problems are NP-hard, which does not make it hat to believe that the VRP is
also NP-hard. We have seen that we can easily reduce the TSP the VRP: just take an instance
of the VRP with one depot, one vehicle with an unlimited capadgty (or set all demands to zero),
a cost function proportional to only the distance, and an arlitrary number of customers (cities).
We can even remove the restriction of one vehicle, which redies the problem to the Multiple
TSP which is also NP-hard. Similarly we can reduce the BPP to he VRP by considering the
variant of the VRP with one depot and a cost matrix of all zero's.

So we know that the VRP lies roughly at the intersection of these two other problems, but how
much harder does that make the VRP? Let us look at some numbersThe smallest unsolved
VRP instance (\unsolved" means that the best set of routes ha not yet been found) has 50
customers and 8 vehicles B-n50-k8 from [16]). Solving this instance, ignoring the capacity
constraints and thus treating it as a Multiple Traveling Salesman Problem, takes less than a
second. Finding a valid Bin Packing Problem solution also des not take more than a second.
However, the optimal VRP solution has not yet been found. Exgeriments suggest that the VRP
is not just two times harder than the other two problems, it is at least polynomially or maybe
even exponentially harder than the two problems on which it 5 based.

We will not go into further detail on the complexity of the VRP , but this section shows us that

we have an extremely di cult yet challenging task at hand. For more information about the
complexity of the Vehicle Routing Problem, see [24].
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Chapter 2

Solving Methods

2.1 Introduction

Many solving methods have been proposed for the CVRP. We digtguish betweenExact Meth-
ods, methods based orHeuristics , and those based orMeta-heuristics . In this chapter, we
will give examples of these approaches and explain severdbarithms that have been developed
for the Vehicle Routing Problem over the past ve decades.

The rest of this thesis focuses on the Symmetric HomogeneouSapacitated Vehicle Routing
Problem with one depot, in the future addressed as the Capatated Vehicle Routing Problem
(CVRP), or even shorter for reader convenience, the VRP ".

2.2 Exact Methods

There are no exact algorithms that work well enough to solve eery instance of the VRP (hence

studying the VRP is still very interesting!). So why does this section exist? There are some
methods that work well up to a certain amount of customers andvehicles. Of course there are
also particular situations in which nding a good solution is easy even for larger numbers of
customers and vehicles. We will however focus on the generabhse in which the customers are
more or less randomly distributed over some geometric spacéVe assume that extremely easy
(or extremely hard) situations do not occur more frequently than one would expect from a

random distribution.

The easiest exact method that one could think of is a simplérute-force approach. The most
simple constructive approach would start with all empty routes and repeatedly extend the
current route, at each node of the search tree either nishirg the current route and proceeding
with the next one, or selecting some customer to be visited nd. In essence we are listing our
n customers in some order (which can be done in exactin! ways), and we then placem 1
delimiters that determine when a route has ended afterm 1 out of the n 1 (placing it after

the last customer creates an empty vehicle) customers, whit can be done in exactly r’; 11
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n 1
ways, creating a total of n.(rr;' L’ possible solutions (we divide bym! because the order of the

vehicles is irrelevant). One can imagine that with more than10 customers and 3 vehicles, this
method will soon be way too complex. Even though there are snréer ways of implementing
a solver for the VRP with a brute-force strategy, because theproblem is NP-hard, it is highly
unlikely that we will ever nd the optimal solution with a bru te-force approach. We will have
to try to be a little smarter.

Branch-and-bound is a search algorithm that at each node of the search tree evahtes the
child nodes, assigns some bound to each node, and repeatediglects the node with the best
bound found so far for expansion. When we deal with a maximiztion problem, we use an upper
bound, and analogously when handling a minimization problen such as the Vehicle Routing
Problem, we talk about a lower bound. The process is often imlgmented using a priority queue,
that initially contains the root node of the search tree. Then the rst node in the priority queue
is expanded, after which its children are evaluated, and addd to the queue. We repeat this
process until the next node in the queue has a worse bound thatine best actual solution found
so far, and thus we have found the best solution, as all the reaining nodes will ultimately
result in a worse solution.

A branch-and-bound algorithm for the VRP clearly requires a lower bound, because we are
trying to minimize the total cost. Over the past 50 years, mary lower bounds have been suggested
for the Vehicle Routing Problem. An excellent survey of lowe bounds is given in [3]. In [22], a
description of a branch-and-bound algorithm for the VRP is gven. This algorithm converts the
Vehicle Routing Problem into a so-called \K-tree", a struct ure for which a polynomial algorithm
exists to nd shortest paths. Amongst other smart things, this algorithm partitions the problem
by xing the edges between certain clustered customers. Soenside constraints that take care of
the vehicle capacity and the fact that each customer is visied at most once are also added. This
algorithm has produced proven optimal solutions for a numbe of di cult problems, including a
well-known problem with 100 customers. However, it still leaves certain 50-customer problems
unsolved. No exact algorithms performing better than this ;e have been found in literature.

Many other exact methods have been proposed in literature. Bcause these exact methods are
rather limited in performance compared to the heuristic methods, and this thesis focuses mostly
on the application of Monte Carlo Techniques with which bigger instances can be solved, we will
not give an extensive overview of all the other existing exacalgorithms. We refer the reader to
[26] and [8] for an excellent overview of exact algorithms fothe VRP.

2.3 Heuristic Methods

In this section we will describe several heuristic methodspf which many exist. We will focus
on the more Al-oriented methods, that can be roughly categoized into:

1. Construction algorithms  : start with an empty route and extend it gradually, keeping
the total cost as low as possible.

2. Savings-based algorithms : start with a lot of small routes and combine them as long
as this improves the solution (\combine and conquer").
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3. Tour Splitting Algorithms . start with one big tour and split it into capacity-feasible
subtours.

In the next three subsections we will give examples of each dhese algorithms.

2.3.1 Nearest Neighbor Insertion (NNI)

The Nearest Neighbor Insertion (NNI) approach is relatively simple and was introduced
in 1983 in [5]. It perhaps is the most straightforward (and greedy) construction algorithm

for the VRP one can think of, and works as follows. Initially all of the to be generated routes are
empty. Starting with the rst route/vehicle, until this cur rent vehicle is full, we keep inserting

the nearest unvisited customer as long adding this customedoes not exceed the capacity of
this vehicle. Then we select the next vehicle, and repeat thabove, until either all the vehicles

are full or until all customers have been served. When the algrithm has ended, we have either
served all the customers, or there are still some customereft that have not been served. The
latter can happen more frequently if the tightness of the prdolem is very high.

The tightness T of a VRP is de ned as the relation between the sum of the demansd of all
customers and the total capacity of all the vehicles,
P, q

i=1 Ui

T= o7

If this value is close to 1, there is a big chance that the NNI méhod does not give a satisfying
result. A formal outline of the NNI method is given in Algorit hm 1. This algorithm returns an
array of routes that start and end at the depot. The function addToRoute(i) that can be called
on a route adds customer to the end of that route, whereas the function nearestUnvisitedCus-
tomer(i) returns, trivially, the unvisited customer closest to customeri. The returned solution
routes[m] may not have visited all customers because of the earlier ated problem with a high
tightness value.

Sometimes the problem of not having served all customers cabe solved by not proceeding to
the next vehicle when the nearest unvisited customer has a w large demand for the current
vehicle, but to consider the entire list of unvisited customers. This may result in a feasible
solution, but will often greatly reduce the solution quality. It could happen that the only capacity

feasible unvisited customer is on the other side of the mapntroducing a very long route length,

whereas this customer could easily have been served later dny another vehicle that was in the

neighborhood anyway. Another option to solve this problem & to perform a quick search when
the algorithm has nished to try and insert the (often very fe w) unvisited customers into routes
of vehicles that have some space left.

Let us look at an example of a VRP instance that we are going to alve with the NNI method.
Suppose we have two vehiclesnf = 2) of capacity 10 (Q = 10), 4 customers (h = 4), so we
have vi; vo;v3 and v4 and of course the depotvg. The four customers have demandsl; = 1,
d>» =1, d3 =9 and ds = 9. Suppose customersv; and v, both have a very small distance to
each other and to the depot, andvs and v4 a very large distance. The NNI method will rst
choosev; and then v, to be served by the rst vehicle. Now we have route vectoraR1 = (v1; V)
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Algorithm 1 Nearest Neighbor Insertion (NNI)
Require: n, m, distance[n][n], demand[n], Q
Ensure: routes[m]

1. capacitym] array ();

2: routes[m]  array ();

3] 0;

4: while j<m do

5: current nearestUnvisitedCustomer(0);

6 while capacity[j ]+ demand[current] Q do

7 routes[j ]:addToRoute(current);

8 capacity[j] capacity[j] + demand[current];
9: current nearestUnvisitedCustomerurrent);
10: end while

11 i+

12: end while
13: return  routes[m];

and R, = (), leaving a capacity of 10 1 1 = 2 for the rst vehicle and 10 for the second.
However, the customers still to be servedys; and v4, both have a demand of 9, but we no longer
have two vehicles available with a remaining capacity of 9, ad the de nition of the CVRP (see
Section 1.3.1) does not allow split delivery (see Section 3.4). If split delivery were allowed,
the NNI algorithm would always solve the problem regardlessof the amount of customers, their
demands and vehicle size, even if the tightness is exactly The main problem here is that the
NNI method in all its greediness tends to forget about the BinPacking Problem component of
the Vehicle Routing Problem, but only relies on the distancebetween the customers. Another
problem is, again as a result of this greedy approach, that te way that is traveled back to the
depot is not taken into account. When a vehicle is at its capaity, the last visited customer But
as long as the tightness is not too high, the NNI method can gig a feasible and quite reasonable
solution of a CVRP instance (see Chapter 4 for results).

2.3.2 Clarke & Wright's Savings Algorithm (CWS)

The Clarke & Wright's Savings (CWS) algorithm is older than the previous one and dates
back to 1964 when it was introduced in [9] as the rstsavings-based algorithm  (sometimes
also refered to asmerging-algorithm ). This method initially assumes that each customer is
served by its own vehicle. Next, two customers are to be serdeby the same vehicle as long
as their capacity constraints are not violated. Determining the order in which customers are
combined into a certain vehicle route is done by calculatinghe savings for a pair of customers:

The savings s; for a pair of customersyv; andv; is de ned as the savings in terms of distance
that would be realized if these two customers would be servedight after each other by the
same vehicle instead of each by their own vehicle.

Sj = Coi + Coj G

Note that, due to the triangle inequality, this quantity s;; is larger than or equal to 0. An outline
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of the CWS algorithm is given in Algorithm 2. The algorithm ta kes the savings list, sorted in
descending order, and processes the customer pairs on thevsays list if they satisfy conditions
a, b or ¢, assuming that operation does not violate capacity onstraints.

The algorithm has a parallel and a sequential variant. The dierence between the two is that
the parallel version builds multiple routes at a time (this variant is outlined in Algorithm 2),
whereas the sequential version builds one route at a time. Inhe parallel version it can happen
that, when the savings list has been processed, unassignedstomers are assigned to their own
vehicle, exceeding the total amount of available vehiclesn. In that case again, just like with
the NNI method, a local search could be performed to serve thee customers by one of the other
vehicles.

Algorithm 2 Clarke & Wright's Savings (CWS)

1. Calculate the savings for every pair of customers.

2. List the previously calculated savings in descending orek of magnitude, creating the
\savings list."

3. Then for each savings pairsj on the savings list, include path (;j) in a route if no
capacity constraints will be violated through the inclusion of i | in a route, and if either
one of the following statements holds:

(8) Neither i nor j have already been assigned to a route, in which case a new rauts
initiated including both i andj.

(b) Exactly one of the two points (i or j) has already been included in an existing route
and that point is not interior to that route (a point is interior to a route if it is not
adjacent to the depot in the order of traversal of points), in which case the link (;j )
is added to that same route.

(c) Both i andj have already been included in two di erent existing routes and neither
point is interior to its route, in which case the two routes are merged.

4. If the savings list has not been exhausted, return to step 3Otherwise the algorithm
terminates and the solution to the VRP consists of the routescreated so far. If any
unassigned customers remain, they must be served by their awvehicle.

Let us look at an example. Consider the symmetric distance migix in Table 2.1 for 5 customers
(n = 5) and demand vector given in Table 2.2. Assume that we have Zehicles available (n = 2)
and the capacity Q is equal to 100. We will outline how both the sequential and tke parallel
version processes this example.

We rst compute the savings of all the customer pairsv; and v; by applying the previously
mentioned formula to the distance matrix. The result is shown in Table 2.3.
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(G [Vvo vi V2 vs V4 Vs |

Vol O 28 31 20 25 34
V1 0 21 29 26 20
Vo 0O 38 20 32
V3 0 30 27
1 0 25
V5 0

Table 2.1: Symmetric distance matrix for a VRP with 5 customers (n = 5).

] Customer \ Demand \

1 37
2 35
3 30
4 25
5 32

Table 2.2: Demand vector for the 5 customers from the VRP in Tdle 2.1.

’ Sij H Vi1 V2 V3 Vg4 Vg ‘

vi || O 38 19 27 42
Vo 0 13 36 33
V3 0 15 27

Vg 0 34

Vg 0

Table 2.3: Calculated savings based on distance values of b 2.1.

For convenience we sort the pairs of customers of Table 2.3 bgavings, in descending order,
creating the savings list:

NWFPFWEFENBAENPREPRP
WhwohrooadbdNdo

Let us start with the sequential variant. Customers 1 and 5 awe considered rst. They can be
assigned to the same route since their joined demand for 69 its does not exceed the vehicle
capacity of 100. Now we establish the connection 1 5, and thereby points 1 and 5 will be
neighbors on a route in the nal solution. Next we consider cistomers 1 and 2. If customers
1 and 2 should be neighbors on a route, this would require theustomer sequence 2 1 5
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(or5 1 2)on aroute, because we have established already that 1 andrBust be visited in
immediate succession on the same route. The total demand (40 on this route would exceed
the vehicle capacity (100). Therefore, customers 1 and 2 argot connected. If points 2 and 4,
which is the next pair in the list, were connected at this stage, we would be building more than
oneroute (1 5and 2 4). Since the sequential version of the algorithm is limitedto making

only one route at a time, we disregard 2 4. The combination of the next pair of points, 4 and
5, results in the route 1 5 4 with a total demand of 94. This combination is feasible, and
we establish the connection between 4 and 5 as a part of the sdion. Running through the list

we nd that due to the capacity restriction no more points can be added to the route. Thereby
we have formed the route 0 1 5 4 0. In the next pass of the savings list we only nd the
point pair 2 and 3. These two points can be visited on the sameaute, and we make the route
0 2 3 0. The sequential algorithm has constructed a solution withtwo routes. The total

costfortheroute 0 1 5 4 O0is 98, and for the route 40 2 3 O the total cost is 89,
which makes a total cost of 187.

Now consider the parallel version of the algorithm which maybuild more than one route at

a time. In this version 1 and 5 are also combined rst becausehey have the highest savings.
Points 2 and 4 are now also combined in the second route. We notvave routes0 1 5 O

and0 2 4 0. Only Customer 3 is now left and gives the highest savings wh customer 5,

so it is added to the rst route. In this way the algorithm cons tructs the routes0 1 5 3 0

and0 2 4 0 with atotal cost of 171. In this case the parallel version pgormed better (171

compared to 187).

The advantage of the parallel method is that the savings listhas to be processed only once,
and the result is on average better than that of the sequentidvariant. Therefore, in the future,
when we mention the CWS method, we refer to the parallel variat.

The CWS algorithm has very often been adjusted, improved anduned, for example in [21]. As
we will see later in this thesis, the algorithm is a very good ksis for many other algorithms,
because of its nice complexity ofO(n? log n) with n 1 customers (when implemented as a
heap with n? elements and extraction from the heap takedog n time).

2.3.3 Tour Splitting Algorithms (TSA)

Tour Splitting Algorithms (TSA) for the CVRP start by building one giant tour visiting all
customers. This tour is then split into capacity-feasible \ehicle routes. This method is seldom
used alone because of a reputation of limited performance. dtvever, [33] has successfully im-
plemented an algorithm of this kind that can e ciently solve instances of the Vehicle Routing
Problem. The problem lies not only in the splitting of the giant route, but just as much in
nding a good giant route. As one might expect, the TSP-optimal giant route is often not the
best route to go with, because there is also the BPP element ttake into account.

In [33] several methods to generate a route are mentioned. Weill outline one of these methods
called RTF (Random Task Flower) , hamed after the visual pattern of a ower (see Figure
2.1 than arises when the giant tour has been generated. Imptant are two lists into which the

candidates are partitioned after each stepl.; and L. L, gathers the unvisited customers which
drive the vehicle away from the depot, and the other unvisited customers are stored inL,. The
total cost is kept in a variable r, initialized at 0. If the current route is empty, RTF selects one

25



customer at random. If the route is not empty, RTF randomly dr aws the next customer from
Ls if (r mod Q) < Q=2 and from L, otherwise. The emerging behavior here is that the giant
tour tends to go away from the depot if it is less than half full, otherwise it gets closer to the
depot. A splitting algorithm is more likely to cut the sequence when the vehicle is close to the
depot, so this helps the splitting.

Figure 2.1: Flower pattern by \Random Task Flower"-algorit hm.

After the giant tour has been generated, for example by the m#hod described above, it is split
using a splitting algorithm. In the end a local search has to ke performed to improve the nal
solution. The results of this Tour Splitting approach are comparable to those of meta-heuristics,
but this method is claimed to be faster and simpler. We refer he reader to [33] for an an excellent
overview.

2.4 Meta-heuristics

In this section we describe general meta-heuristics that aaand have been applied successfully
to the Vehicle Routing Problem.

2.4.1 Ant Colony Optimization

Ant Colony Optimization (ACO) is a class of optimization techniques belonging to the eld
of Natural Computing. It was introduced roughly 20 years agoby [15] and uses a solution method
that resembles the way in which real ants behave when searaij for food in an environment.
During their search they mark the trails they are using by laying down pheromones . The
amount of pheromone on a certain path lets other ants know whher or not it is a promising
path. The general algorithm works as follows.

Each iteration of the ant colony algorithm consists of all arts building (part of) a solution of the
problem step by step. Which steps are made by the ants dependnothe amount of pheromone
on that trail, as well as on the attractiveness of that particular move. This attractiveness is
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a domain-speci c property. After the solution has been buik, the amount of pheromone on
each trail is updated according to some update rule, and the mcess is repeated. When tuned
properly, in the end, all ants should be walking along the opimal path.

In [29] several components of an ACO algorithm for the CVRP ae outlined. The rst component
is the routes building  which determines how each ant builds the solution. In the paallel
version, each ant designs the route for all vehicles at the sae time. At each iteration of the
algorithm only one client is chosen. The best tour is then exénded. When each ant builds an
entire solution composed of multiple routes we talk about the sequential version. The steps of the
ant towards a customer are of course based on the amount of pr@mone on that trail, and on the
attractiveness, which is a function that depends on the lenth of the path between the current
and candidate customer. A tabu list of the already visited cwstomers is also kept. The second
component of the ACO algorithm is the transition rule : the rule that de nes which customer
is chosen next by a certain ant. A choice can be made between Xploration” (select a random
customer, or perhaps a random customer proportional to the @tance to that customer) and
\exploitation" (select the customer on the path with the hig hest level of pheromone). The third
important component is the pheromone actualization , which can be done while a solution
is built, or after the solution has been built. A frequently used actualization technique for the
parallel version is the \Elite Ant"-technique, where only t he pheromone on the parts of the
route that belong to the best solution are updated. Several mre domain-speci c components
are also outlined in [29], to which we also refer the reader fomore information on the ACO
technique, which performs better than for example the CWS Agorithm.

Figure 2.2: Ant Colony Optimization (ACO) and Genetic Algori thms (GA's).

2.4.2 Genetic Algorithms

A Genetic Algorithm (GA) , for example as described in [18], is a form of reinforcement
learning that, just like ACO, belongs to the eld of Natural C omputing. The idea behind a
genetic algorithm is that there is a population of candidate solutions (the individuals ) that,
by repeatedly applying mutations and crossovers , will evolve to a population with better (and
ultimately optimal) solutions. The quality of an individua | is evaluated by a tness function.
A genetic algorithm works as follows.

First a population of solutions is, for example randomly, initialized. Then, while some stopping
criterion (a xed number of iterations, or reaching a certain solution quality) is not satis ed,
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two parents are selected and a crossover is done to create nesmildren. Next, each of these
new children has a certain chance of receiving a mutation. Th children are then evaluated as
well. In the last step the new population is determined, whee survival of individuals in the

population depends on the tness value(s). Many variations of GA's exist. If for example the

new population consists of only the children, we talk about aGenerational GA , and when

the new population consists of a selection of the best indidiuals (so both parents and children),
we talk about a Steady State GA

In order to use a GA to solve the Vehicle Routing Problem we hae to de ne how we can
express a solution of the VRP as an individual. We could simp} use a string that consists
of a concatenation of the customers of all the routes. This rgresentation is however not very
exible when we want to apply the di erent genetic operators (see next paragraph). Therefore
[2] suggests representing the solution/individual as a sting of length n (n 1, the number of
customers), where each character in the string has a valuewith1 x m (m 1, the number
of vehicles). This however does not explicitly de ne the orcer in which the customers are served.
For that, a TSP solution will have to be found for each vehicle The tness of a solution can be
determined by the total cost of the routes, incremented by a luge penalty when the routes are
not capacity-feasible. Several steps are taken to ensure &t the GA can do its work as e ciently
as possible. One of them is sorting the customers in the strmp so that consecutive customers
are likely to be served by the same vehicle. For problems wherthe customers are randomly
distributed around the depot, they are sorted by their distance to the depot in increasing order.
When customers are located in clusters, they are sorted acoding to a simple nearest neighbor
TSP structure, starting from the depot and visiting all cust omers. The representation method
described above has the advantage of never visiting custormge more than once after a suitable
crossover has been applied.

The next question is how to generate the initial population. Creating a population with only
near optimal solutions, obtained by for example the CWS metlod (see Section 2.2) may not
include su cient diversity, whereas a completely random population will perhaps never converge
towards the good solutions. As one may guess, a combinatiorf the two will often do ne.

According to [36], there are threegenetic operators can be used to tune a GA:

Selection : How are the candidates for reproduction chosenRoulette-Wheel Selection

is often used. This method selects an individual with with tnessf with probability
f=(n f), wheref is the average tness andn > 0 the size of the population. It is also
possible to just select two parents at random.

Crossover : How are parents combined? Many crossover strategies exisFor the VRP,
[2] suggests using2-point-crossover , a method in which two crossover points (borders
between two characters in the individual's string) are seleted, dividing the string into
three parts. The new string consists of the rst and third part of one parent, and the
second part of the other parent.

Mutation : What kind of mutations are applied to the children? The most common muta-
tion method applicable to the VRP is simply switching two randomly selected customers
between vehicles with a certain probability.

In [2] it is shown that genetic algorithms, especially alongwith some domain-speci ¢ methods
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to \cure" unt solutions, perform comparable to other meta- heuristics for the Vehicle Routing
Problem. The results obtained are very close to optimal soltions and outperform methods such
as CWS, performing comparable to for example Ant Colony Algeithms and Tabu Search.

2.4.3 Tabu Search

Tabu Search is a local search method that explores the solution space by aving from a
certain solution x; to a next solution x+1 by taking the best solution out of a set of solutions in
the neighborhoodN (x;) of X, assisted by some memory. The initialization of the rst solution,
Xp, can be done at random, or can for example be the solution obtaed by applying the CWS
method from Section 2.3.2. The algorithm stops when it is eiher out of computation time,
or when no better solutions are found for a certain number of terations. Becausex;+; is hot
necessarily better thanx, atabu mechanism prevents cycling over the same solutions over and
over again. Exactly implementing this often referred to as \short-term-memory"-mechanism is a
too complex task, so instead certain attributes of past soltions are registered, for example using
a smart hash function. Any new solution that matches one in the memory is not considered for
a certain amount of iterations. Tabu Search is often strenghened by the so-called \long-term-
memory", which consists of two features, diversi cation and intensi cation. Diversi cation is
the process of ensuring that the search does not get stuck ital optima and intensi cation
makes sure that the search occasionally focuses on one céntaery promising part of the search
space.

Tabu Search is very similar to Simulated Annealing, but di ers in a way that Simulated Anneal-
ing has a cooling scheme to analyze the search space as thogbly as possible and to ultimately
achieve convergence, whereas Tabu Search uses its \long{ié\short-term-memory" to achieve
these two goals.

In order to apply Tabu Search to the VRP, we must de ne a neighborhood, for which many
suggestions have been done in literature. We will explain te one de ned by [31] named -
interchanges . This method generates a neighborhood by repeatedly exchging up to  cus-
tomers ( 1) between two routes inx;. These exchanges can be described by couples( »)
(with  q; 1 ) that represent an operation where ; customers are moved from route 1 to
route 2, and , customers are moved from route 2 to route 1. For example, in 2xchanges the
following types of moves are possible: (2, 2), (2, 1), (2, 0)(1, 1), (1, 0) and their symmetric
counterparts. Of course only capacity-feasible moves areoasidered. The swapped customer
is inserted into its new route for example after or before itsnearest neighbor already in that
route, but better yet more complex methods have also been pmosed. To implement the before
mentioned \short-term-memory", it is common to prohibit re verse moves for a certain amount
of iterations.

A big problem with these algorithms is complexity. Therefore when applying -exchanges, the
value of is often restricted to 1 or 2 in order to limit the number of possibilities. One could also
experiment with slightly larger values of and limit the size of the neighborhood to a certain
maximum size. Many other methods to de ne the neighborhood lave been suggested. For an
overview of these methods, other neighborhood de nitions ad more \short-" and \long-term-
memory" algorithms, see [10], an article in which Tabu Seard is presented as the best heuristic
method for the Vehicle Routing Problem.
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Chapter 3

Monte Carlo Technigues

3.1 Introduction

Monte Carlo Techniques  (or Monte Carlo Methods , or in short Monte Carlo (MC) )
are a class of techniques or algorithms that rely on the use ahndom sampling to nally acquire
a solution to a given problem. The name \Monte Carlo" was given to this class of techniques by
John von Neumann and Stanislaw Ulam somewhere around 1946,hen they suggested to some
physicists that their problem could perhaps be solved by modling the experiment on a computer
using chance. Being secret, their work required a code namé&/on Neumann chose the name
\Monte Carlo". The name is a reference to the Monte Carlo Casno in Monaco where Ulam's
uncle would often go to gamble. Interesting to see is that noadays Monte Carlo algorithms
are widely used in algorithms for playing casino games suchsapoker. Did von Neumann know
back then in the 1940s that his algorithmic approach would nd an application in the eld from
where he simply picked the name?

Figure 3.1: The Monte Carlo casino and the Formula 1 circuit Monte Carlo in Monaco.

The random sampling used in Monte Carlo Techniques can be usleand implemented in many
ways. We will discuss a few uses of it in this chapter. Note thawe will only consider the cases
in which discrete (so non-continuous) choices have to be maq and full information is available.

We made this choice not because Monte Carlo does not performell in continuous and/or

stochastic environments (on the contrary!), but because tle problem we are nally going to

apply these techniques to (the Vehicle Routing Problem), ha these properties.
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3.2 Random sampling

Exhaustive approaches more or less enumerate all possiblelstions, frequently by traversing
the total search space in some way by means of an algorithm. A &th First Search (DFS) is a
classic example of such an algorithm. However, when the sedr space is too large, a DFS will
often get stuck in the bottom leftmost part of the search tree introducing little to no diversity
in the obtained solutions except for perhaps a bit of diverdy near the leaf nodes. Very often,
crucial decisions in the search tree that determine the quaty of a solution are not made only
close to the leafs, but at various much higher levels of the sech tree, that will never be reached
again by the DFS algorithm.

Algorithm 3 Random Sampling
Require: current
Ensure: solutionQuality

1. while lisLeaf(current) do

2: n numberOfChildren(current);
3 i rand() % n;

4 current  current: child(i);

5. end while

6: return qualityOf( current);

Plain random sampling is a method that starts at the root node of a search tree and repatedly
picks a random child as a successor until it reaches a leaf nedThis simple algorithm is outlined

in Algorithm 3, which returns only the quality of the solutio n (but of course the solution itself
could also be saved and returned). The algorithm should be deed with current set to root, the

initial state. The process of random sampling can be repeatta number of times to obtain a set
of solutions, or to only keep the best solution after each iteation. The advantage of this method
is that there is maximum diversity in the set of obtained solutions in a reasonable amount of
time, eliminating the previously stated problem of only visiting a small part of the three. Of

course this method still has disadvantages; depending on #h domain of the problem, good
solutions are often not randomly distributed over the seart tree, but even though scattered
throughout the search tree, often clustered together at sora points.

The simple method of random sampling can actually be more e etive than heuristic methods

in cases when it is hard to derive a good admissible heuristitor a certain state in the search

tree. In that case, an iteration of a few hundred thousand ramlom samplings can give better
solutions compared to methods such as best- rst-search andther greedy methods that rely on

heuristics. The same advantage goes for exact methods suck brand-and-bound algorithms in

the case when the upper bound is a too big over-estimator. Intat case the search will resemble
Breadth First Search (BFS) and a good solution will most likdy never be found, and random

sampling is again more e ective. So we can conclude that evethough the method of random

sampling may seem crude and ine ective, in some cases, it came useful.
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3.3 Monte Carlo Simulation (MCS)

Monte Carlo Simulation (MCS) , for example as described in [27], is often used as a heuristi
evaluation method to determine which of the children in the fringe is to be selected next as a
successor node in some derivation. This approach is espedyauseful when it is hard to judge
the quality of a partial solution before the entire solution has been generated. The process is
explained in Figure 3.2, and works as follows. We start at theoot node of the search space which
is marked as the current node. From each of then 1 possible successors (children) of this
current node we performr 1 (common values are around 1000, but at least a value compalée
to the amount of children of that node is needed for a good avexge) random simulations until
a leaf node of the search space is reached. So at each step dsthlgorithm a total of n r so-
called probes are sent down towards the leaf nodes. The \best" child based  these random
simulations is then selected next for expansion. The \best'node can either be the node with
the highest score out of ther random probes, or it can be the node with the highest average
out of the r probes. Which evaluation method is best depends on the typefgroblem and the
behavior of the search space. When the current node is a leadn actual solution has been found
and the method is terminated. An outline of this algorithm, speci cally the variant where the
node with the highest average score is repeatedly selectedan be found in Algorithm 4. This
algorithm again only returns the quality of the obtained solution, but of course the path could
also be saved and returned. Initially the algorithm is againcalled with current set to root.

Algorithm 4 Monte Carlo Simulation
Require: current, r
Ensure: solutionQuality

1. while lisLeaf(current) do

2 bestSolution +1 ;

3 bestChild 1;

4: n numberOfChildren(current);

5: fori=0ton 1do

6: sum O

7 for k=1 to r do

8 sum  sum + Random Sampling (current: child(i));
9: if sum=r < bestSolution then
10; bestSolution  sum=r;
11; bestChild i;

12: end if

13: end for

14: end for

15: current = current: child(bestChild);

16: end while
17: return  qualityOf( current);

The MCS method can be improved by performing a full search asaon as the size of the
remaining search space below the current node allows this. Wother simple improvement can
be realized by keeping track of the best found solution so faduring all the random probes,
as this solution may not be identical to the actual solution that is nally found at the leaf
node. Even better would be to at some point restart the searchirom the point where a critical
misdecision has been made. This is a decision where in current node at leveli (i 1, level
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Figure 3.2: Basic Monte Carlo Simulation

0 is the root node) of the search tree node at level i + 1 is selected next, whereas instead
in the previous current nodex atleveli 1 apathw x vy (with y 6 z) was found as the
best solution. This decision to correct such a misdecisionan occur after a number of steps (for
example 5 or so) has been done that no longer improve the cumé solution, or it can be made

at the end of the algorithm for each recorded misdecision.

The MCS method often performs much better than plain random @mpling, because the search
is \guided" towards a better part of the search tree where agan better solutions can be found.
Consider the part of a search space in Figure 3.3, regardlessf the domain of this problem.
Five optimal (green) solutions are more or less randomly sgrad over the search tree. A Monte
Carlo Simulation algorithm will perform several random simulations and at some point nd
the orange areas which represent a part of the tree lled with better solutions. It will then
focus on such an area, and try to nd even \warmer" areas, hophg to ultimately nd the green
optimal solution. The performance of this procedure is howeer highly dependent on the size
(or \width") of the orange space. If an optimal solution is surrounded by a lot of good (orange)
solutions, the orange and therefore in the end the green sdiion is likely to be found. However,
if the green solution has only a handful of orange paths aroud it, these good areas are much
less likely to be found. But, in essence, just like with a brue-force-algorithm, if there is enough
computation time (in this case enough time to perform enoughrandom simulations), the best
solution will ultimately be found.

Other than just doing more random simulations, performanceof Monte Carlo algorithms can also
be improved by improving the simulation strategy. Instead o sending random probes down the
search tree, domain-speci ¢ knowledge could be used to slifly guide the search. For example,
in case of the Vehicle Routing Problem, it might not be smart to at some point create a path
between two customers with a very large distance in betweenhem, while both customers have
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Figure 3.3: Part of a search space with good (orange) and optial (green) solutions.

many other closer customers that they can be connected to. Térefore these kinds of decisions
could be frequently avoided, as they are not likely to make tke search end up in a good part of
the search tree.

The problem with having a big random factor playing a role in algorithms is that even though
we take an average out of a xed (perhaps too small) number of andom simulations, wrong
choices can still be made. Therefore, one run of a Monte Carlalgorithm is not as e cient as
ten runs. Often described in literature such as [37] adMeta Search , the so-calledrestarts
can help improve the quality of the nal solution. This can be done for example after a certain
amount of time has passed, or when the search appears to be skiin a local minimum.

3.4 Monte Carlo Tree Search (MCTYS)

Monte Carlo Tree Search (MCTS) is a more advanced Monte Carlo Technique and is
described for example in [37]. The process is explained in giire 3.4. A tree is built in memory,
and the process that builds this tree has four important phags that are repeated until time
runs out:

1. Selection : starting from the root, the algorithm traverses the already stored tree until it
reaches a stored leaf. This is not necessarily a leaf of thelfisearch tree (and therefore
not yet a full solution).

2. Expansion : one or more nodes are added to the tree as child(ren) of the e reached in
the previous step.

3. Simulation : one or more simulations are performed from the newly added ade(s), down
to a leaf of the search space. A heuristic can again be built bo this, in case of the VRP
we could for example decide to visit nearby customers with a fgher probability. Here it
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is important to not restrict the simulations and still allow them to do seemingly \dumb"
transitions in order to keep the balance between exploratio and exploitation intact.

4. Backpropagation : during this phase the result of the simulation is propagate back
towards the root.

Figure 3.4: Monte Carlo Tree Search

During the selection phase a choice of which node is going toebexpanded next is made. On
the one hand, the task is often to select the move that leads tdhe best results (the earlier
mentioned exploitation ) but on the other hand, the least promising moves still have b be
explored, to ensureexploration ). A commonly used method is Upper Bound Con dence Trees
[25], a method that selects the nodé with the highest value of:

r—
In N

n;

vi+ C

Here v; is the value of nodei, n; the visit count of i, and N is the visit count of the parent
node ofi. C is a coe cient, which has to be tuned experimentally. The value v; of a node is
computed by taking the average of the results of all simulatd games made through this node.

Monte Carlo Tree Search is often used in the eld of game theoy, for example by [37] who used
it in an attempt to solve SameGame puzzles. Several improveants of the existing method have
been introduced, for example Nested Monte Carlo Tree Searcivhich was suggested in [7].

3.5 Parallelization

Parallelization is the process of splitting up a task over multiple CPU's (or multiple cores)
in order to increase computational power, and is often sugg#ed as a speed-up method for
algorithms. Since the introduction of multi core CPU's on the consumer market around 2005,
a desktop PC nowadays has two, four six or maybe even eight ces, and this amount will only
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grow in the nearby future. Another recent development is tha these days GPU's often come with
a larger amount of cores (one hundred or more). We can easilyooclude from these relatively
recent developments that considering parallelization isses in solution methods becomes more
and more important.

Monte Carlo Techniques can benet greatly from parallelizaion. The random sampling of r
samples at some point during for example Monte Carlo Simulabn can be divided overc 1
CPU's by simply giving each CPU r=c samples to compute. Depending on the type of problem
we can also choose to assign a certain number of children to @a CPU, so if we again have
n candidate successors each CPU computes the random sampldsne=c candidates. In case of
MCTS, we can simply start the algorithm for each available CPU.
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Chapter 4

Applying Monte Carlo Techniques
to the

Capacitated Vehicle Routing
Problem

4.1 Introduction

This chapter is about the application of Monte Carlo Techniques to the Capacitated Vehicle
Routing Problem. We will rst consider some previous work, after which we will describe some
new \Monte Carlo-inspired" derivatives of the search methads described in Chapter 2. We will
compare the performance of these methods with existing workased on tests that we perform
for each of the methods.

The tests are performed on the commonly used test sets from Clsto des and Eilon and from

Augerat et al., both found at [34]. The les of this test set are in the convenient TSPLIB
[35] format. The obtained solutions, available in the Apperdix, are also in the TSPLIB output

format. For our experiments we used a 3.2GHz Core i7 quad-cermachine with 6GB of memory
and no more than 5 minutes of computation time.

4.2 Previous Work

Compared to the huge amount of work done on the Vehicle Routig Problem, relatively little
work seems to have been done on applying Monte Carlo Technigs to the Capacitated VRP.
We will give a brief description of the work found in literatu re.

Using a form Monte Carlo Techniques to solve the Vehicle Rouhg Problem was suggested
for the rst time in 1979 by [6]. Improvements compared to the CWS method were already
observed at that time, though standard test sets were not yetde ned, making comparison
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with current techniques quite hard. Random sampling for the distance constrained VRP was
suggested in 2000 by [13]. A simulation method extremely siitar to the NNI method was used,
where customers are selected with a probability proportioml to their distance to the last visited

node. We will apply a similar strategy to the NNI method in the next section.

In 2007, the ALGACEA-1 method was introduced in [21] as a Mong Carlo algorithm for the
VRP, based on Clarke & Wrights Savings approach and assistethy an entropy function. The
method indeed performs better than the simple CWS method. SRL [19] is another a recent
algorithm very similar to ALGACEA-1, also based on the CWS method, but unfortunately this
algorithm was only tested on randomly distributed search s@ces and not the well-known test
sets from [34] or [40].

Monte Carlo Techniques have also been applied to CVRP-relad problems. In [30] an algorithm
based on Monte-Carlo-inspired randomization has been suggted for the uncapacitated time-
constrained Vehicle Routing Problem, which is in essence a uitiple Traveling Salesman Problem
(MTSP) with a maximum distance per route and no additional capacity constraints. A Monte

Carlo algorithm for the Rural Postman Problem ( nd the short est closed route that visits every
edge of a connected undirected graph) has been proposed ir2]1

No other literature than the above was found on the application of Monte Carlo Techniques to
the Capacitated Vehicle Routing Problem.

4.3 MCT applied to the NNI method

The Nearest Neighbor Insertion (NNI) method, a constructive method to solve the VRP, is
described in Section 2.3.1. As explained, this method doesoh always give a feasible let alone
optimal solution, especially when the tightness is very hidp (near a value of 1). We have applied
several Monte Carlo Techniques, as described in Chapter 3ptthe NNI method, and will report
about our methods and results in this section.

Table 4.1 gives an overview of several test instances. The st column represents the name of the
instance, where the two numbers stand for the number of custmers (including the depot) and
the number of vehicles, respectively. The second column detes the tightness of that instance,
followed by the best solution found so far in literature. For some instances, the exact best
solution is not known, but only some very-near-optimal uppe bound, denoted by in front of
the value. A value is denoted between brackets if a capacityafeasible solution was found for
that instance.

The column (\100k-Random") gives the best score obtained wien performing 100 000 random
simulations. In each step of this random sampling process aandom choice of one customer
out of either all the unvisited capacity-feasible customes is made, after which either or not
the next vehicle is chosen. Selecting the next vehicle is nagmart when the current vehicle is
not very full yet, so the chance of selecting the next vehicles proportional to how full the
current vehicle is, so if the current vehicle is half-full there is a 50% chance of selecting the
next vehicle. The performance of the \100k-Random"-methodis, as one could expect, very
bad. For smaller instances the di erence with the optimal sdution is not that big, but when
the number of customers increases the method performs manyimes worse compared to the
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optimal solution, most likely because a much smaller part ofthe search tree is evaluated. Notice
how the \100k-Random"-method often nds a solution that is f ar from optimal, but at least
feasible. This method could most likely be improved by a smaer simulation strategy than the
one described above, but we only added it to demonstrate howhe search space is considerably
larger (and the problem thus considerably more di cult) whe n the amount of customers and
vehicles increases.

| Instance | Tightness | Best | 100k-Random| NNI | Random-MCS | NNI-MCS |

E-n13-k4 0.76 247 271 339 259 258
E-n22-k4 0.94 375 515 472 500 411
E-n23-k3 0.75 569 921 (489) 921 785
E-n30-k3 0.94 534 941 598 877 598
E-n31-k7 0.92 379 1004 (422) 945 632
E-n33-k4 0.92 835 1388 (834) 1147 1095
E-n51-k5 0.97 521 1289 (639) 1217 1155
E-n76-k7 0.89 682 2035 869 1976 869
E-n76-k8 0.95 735 2084 (874) 1986 1501
E-n76-k10 0.97 830 2351 (842) 2330 1750
E-n76-k14 0.97 1021 (1861) (984) (2390) 2310
E-n101-k8 0.91 815 2780 1122 2542 1041
E-n101-k14 | 0.93 1071 2890 1287 2675 1180
G-n262-k25 |  0.97 6119 26745 (6176) 24441 21923

Table 4.1: Solution lengths for various NNI methods.

The NNI method is reported in the fth column and often does not keep into account the

Bin Packing Problem (BPP) element of the VRP and therefore oten does not nd a feasible

solution. The column \Random-MCS" performs Monte Carlo Simulation (MCS, see Section 3.3)
with the simple simulation strategy of the \100k-Random" ap proach. At each node of the search
tree the child with the highest average score based on; 000 random simulations ¢ = 1;000)

is picked. This already improves the \100k-Random" method hut does not yet get close to the
optimal value.

The last column, \NNI-MCS" is similar to the Random-MCS meth od, but it di ers in a way
that the simulation strategy follows the NNI method in a prop ortional way. So instead of
always selecting the nearest customer (in Algorithm 1 done ¥ the nearestUnvisitedCustomer()
function), the chance p,, of selecting customerv; next is equal to

—q fvi)
pVi =1 n

wheref (vi) (1  f(vi) n) returns the current rank of that customer in the list of nearest
neighbors. So the nearest neighbor has rank 1, the next one m& 2, etc. Furthermore, n is the
number of remaining unvisited customers, whereas could be used to determine the focus more
on the nearest solutions. A value of 1 for turns out to work just ne, as n is often a quite
large number. The NNI-MCS clearly improves upon all previotsly discussed methods, and even
though the di erence with the optimal solution is still quit e back, at least all solutions are
feasible.
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Not much further research was done on the NNI method, becausthis method is clearly out-
performed by the CWS method, which is discussed next. The rests in this section do show
that Monte Carlo Techniques can actually be useful for the NN method for two reasons. Firstly
because feasible solutions are obtained for all instanceshile the separate methods (MCS and
NNI) could not, and secondly because they improve the qualyg (minimization of the solution

length) of the obtained solutions.

4.4 MCT applied to the CWS method

Clarke & Wright's Savings (CWS) algorithm (see Section 2.32) is a savings-based algorithm
that produces a list of pairs of customers sorted in descendg order by the cost that would be
saved when those two customers would be served after each @thby the same vehicle, instead
of by a separate vehicle. We have tested the CWS method on theest set that we also used
for the NNI method in the previous section. The results are otlined in Table 4.2. In this table
the rst three columns again represent the name of the test irstance, the tightness and the
optimal value or best known value, respectively. The next ctumn lists the results results of the
plain CWS method. As one can see, problems with capacity-irgfasible solutions can still occur,
though less frequently than with the NNI method. The brackets mean that too many vehicles
are used. For the feasible solutions, we do observe that thebtained costs are a lot closer to the
optimal value. From this we conclude that the CWS method is likely to be a better heuristic
than the NNI algorithm. We have applied Monte Carlo Simulation (MCS, Section 3.3) to the
CWS method in two ways, as described in the next two subsectios.

Instance | Tight- Best CWS BestX- Binary- Binary-
ness CWS-MCS Sampling CWS-MCS
E-n13-k4 0.76 247 (287) 247 (0%) 247 (0%) 247 (0%)
E-n22-k4 0.94 375 388 377 (0.53%) | 380 (1.33%) 375 (0%)
E-n23-k3 0.75 569 (645) | 631 (10.9%) | 652 (14.59%) | 621 (9.14%)
E-n30-k3 0.94 534 (611) | 627 (17.42%) | 555 (3.93%) | 543 (1.69%)
E-n31-k7 0.92 379 610 | 470 (24.01%) | 473 (24.80%) | 454 (19.79%)
E-n33-k4 0.92 835 904 899 (7.66%) | 881 (5.51%) | 836 (0.12%)
E-n51-k5 0.97 521 595 | 581 (11.52%) | 586 (12.48%) | 531 (1.92%)
E-n76-k7 0.89 682 747 747 (9.53%) | 737 (8.06%) | 701 (2.79%)
E-n76-k8 0.95 735 | 817 808 (9.93%) | 804 (9.39%) | 761 (3.54%)
E-n76-k10 0.97 830 (893) | 971 (16.99%) | 891 (7.35%) | 858 (3.37%)
E-n76-k14 0.97 1021 | (1157) | 1201 (17.63%)| 1194 (16.94%)| 1046 (2.45%)
E-n101-k8 0.91 815 | 955 | 950 (16.56%) | 908 (11.41%) | 867 (6.38%)
E-n101-k14 | 0.93 1071 1122 | 1122 (4.76%) | 1119 (4.48%) | 1098 (2.52%)
G-n262-k25 | 0.97 6119 (6299) | 7006 (14.5%) | 6211 (1.50%) | 6123 (0.07%)
Total 14733 16637 15638 15061
(12.92%) (6,14%) (2.23%)

Table 4.2: Solution lengths for various CWS methods.
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441 BestX-CWS

This method is very similar to the methods presented in [6] anl [13]. The random simulations
in this Monte Carlo Simulation algorithm follow Clarke & Wri ght's Savings list, and repeat-
edly select a savings pairsj for processing from the savings list with probability a p; that is
proportional tot the total savings in the savings list:

S.
pij = P
kil Skl

k and | are the indexes of the unvisited customers. again de nes the focus on the best
savings, and can be set to an integer value somewhere betwegrand 5, according to [19]. In our
experiments a value of 1 again turned out to work just ne. We performed experiments with
a Monte Carlo Simulation algorithm with r = 1000 random probes, and correction for each
critical misdecision until the maximum execution time of 5 minutes runs out. The experiments
suggest that adding more time does not signi cantly improve the solution quality.

The results are outlined in the \BestX-CWS-MCS" column of Table 4.2. The method always
obtains a result equal to or smaller than the solution from the \CWS method". The average

deviation percentage is 1292%, and feasible solutions are found for all test instancesNVe can

conclude that this method always produces a feasible solutih, and it produces reasonable
results, at least outperforming the CWS method, in terms of ®lution distance.

4.4.2 Binary-CWS

This method is again based on Monte Carlo Simulation and make use of Clarke & Wright's
Savings (CWS) list as presented in Section 2.3.2. In each sumation of the algorithm, the
savings list, sorted in descending order by the size of the sings, is processed linearly from top
to bottom. However, in the simulation of the Binary-CWS a savings pair is only processed with
a certain probability p (0 < p < 1). This means that occasionally, a savings pair is skippedThe
qguestion is how to set the value ofp. Larger values forp will result in too much chaos, we will
still want to process the pairs of \big savers" with high probability (exploitation) to keep the
total solution length as low as possible. But then again, if ve do not allow enough deviation
and setp to a value very close to 1, we will not introduce enough of the eploration element of
a Monte Carlo algorithm. We therefore experimented with seweral values ofp on a particular
instance, E-n51-k5. The result is shown in Figure 4.1. Observe how a large valuef@ gives a
solution equal to that of the CWS method. The optimal value lies somewhere between 0.05 and
0.4. Therefore, in each simulation of our algorithm,p is set to a random value between these
two bounds, so 005 p 04.

The results of the best out of 100000 random simulations based on the technique described
above is given in the sixth column of Table 4.2, \Binary-CWS-Sampling”. We immediately notice
that a feasible solution is again always found for all of the mstances, and the result is already a
lot closer to the optimal value, for the entire test set the dierence is only 15638 14733 = 905,
which is a deviation of only 6:14%.
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Figure 4.1: Values ofp (verticle axis) and their corresponding best found solution (horizontal
axis) for E-n51-k5.

Next we used the simulation scheme we just described in a MostCarlo Simulation algorithm.
The search tree is now a binary tree that at each node makes a dice of whether or not a certain
savings pair is processed or not. The choice is based on@DO simulations that are performed
for both of the choices. The branch with the highest average ®re is chosen next. The method
is assisted by a mechanism for the correction of critical midecisions as described in Section
3.3 for each decision in a certain derivation, until the maxmum execution time of 5 minutes
runs out. The results are outlined in the rightmost column of Table 4.2, \Binary-CWS-MCS".
Notice how using MCS performs almost three times better thanusing sampling, and reduces
the average deviation from the optimal value from 614% to just 2:28%. See Figure 4.2 for a
visualization of the solution generated by our algorithm fa E-n22-k4 .

To test our method even further, we also tested it on some addional test instances, of which
the results are shown in Table 4.3. The reason for performinghese additional tests is that
this larger test set has more diversity in the number of vehites and customers and the relation
between the two. Also, the Minstances have a large amount of customers and vehicles|@aving
us to test the scalability of our method. The algorithm clearly also performs well for larger
test sets with deviations between 22% and 361% for instances with 200 customers and 16
or 17 vehicles. See Figure 4.3 as an example of the solutionrgeated by our algorithm for
M-n200-k17, a large instance that only deviated 022% from the best found solution. So again,
a deviation of only 2:56% from the optimal or best known value is observed over thergire test
set, in line with the previous results on the E--instances.

4.4.3 ALGACEA-2 vs. Binary-CWS-MCS

To our best knowledge, ALGACEA-2 as described in [20] is cumntly the best Monte Carlo

algorithm for the VRP. We tested our Binary-CWS-MCS method on the test set of Symmetric
CVRP instances found at [40], the set with which the ALGACEA-2 method was also tested.
We used no more than 5 minutes of computation time, which is anamount roughly equal to

that of ALGACEA-2. The results are shown in Table 4.4.

Our method produces solutions with a di erence of 13046 12632 = 414 distance units (328%),
whereas ALGACEA-2 has a di erence of 1794 (120%) from the optimal or best known solution.
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| Instance | Tightness | Best | CWS [ ALGACEA-2 | Di | Binary-CWS-MCS | Di |

A-n65-k9 0.97 1174 1479 1343 14.40% 1224 4.26%
A-n80-k10 0.96 1764 1945 1927 9.24% 1805 2.32%
EO051-05E 0.89 525 637 579 10.29% 538 2.48%

EO072-04F 0.97 242 345 310 28.10% 265 9.50%

EO076-07S 0.97 691 845 781 13.02% 703 1.74%

E076-10E 0.97 837 999 948 13.26% 860 2.75%

EO076-14U 0.91 1029 1160 1122 9.04% 1057 2.72%

E101-08E 0.91 826 1031 970 17.43% 861 4.24%

E101-s10C 0.93 820 940 877 6.95% 844 2.93%
E101-14U 0.93 1091 1306 1258 15.31% 1101 0.92%

E151-12C 0.93 1031 1331 1252 21.44% 1084 5.14%

E200-17B 0.94 1291 1291 1557 20.60% 1346 4.26%

E200-17C 0.94 1311 1557 1502 14.57% 1358 3.59%

Total 12632 | 14866 14426 14.20% 13046 3.28%

Table 4.3: ALGACEA-2 vs. Binary-MCS-CWS.

Interesting to notice is that the instances that are hard for the ALGACEA-2 algorithm are also
relatively hard for our Binary-CWS-MCS method. This is most likely due to to the limitation
of the applicability of the CWS method to that particular ins tance.

We think our method performs better because of two reasons. ikt of all, our method performs
Monte Carlo Simulation instead of random sampling. Secondpur method respects the order of
the savings list, whereas the ALGACEA-2 method can and ofterwill change the order in which

the savings are processed. We suspect this ordering to be aial for obtaining good results.
Another advantage of our method is that it is much simpler than the ALGACEA-2 method.

Figure 4.2: Visualization of the solution of instance E-n22k4 with length 836.

45 Discussion

If we look at the results from this chapter we see that the NNI method is really not a good
basis for a Monte Carlo algorithm if our goal is to compete wih existing (meta-)heuristics.
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Figure 4.3: Visualization of the solution of instance M-n2®@-k17 with length 1376.

The CWS method is a much better method, especially when it is asisted by the Monte Carlo
Techniques from either the BestX-CWS algorithm or the Binary-CWS algorithm, the technique
introduced in this thesis. In essence, we can see the plain C®/method as one path in a very
large search space with a branch for each savings pair (onhoasider the savings pairs applicable
to the current built solution). The Monte-Carlo derivative s of the CWS method in essence \walk
along" this solution path, making detours from the CWS solution path every now and then with
a certain probability. This making of small \detours" from t he CWS path performs well, and if
we introduce enough diversity (exploration) in these detous, we will ultimately at some point
nd the optimal solution. But if too much diversity is introd uced, the search space will be way
too large and again lled with all the bad solutions.

The problem is that the power of these methods is limited by tre performance of the CWS
method. For some instances, the CWS method is simply not the ay to go, and no matter
how much we deviate from the CWS solution path, or no matter hav many and which savings
pairs we skip, we never nd that one optimal solution. We can monclude that the Monte Carlo
methods we described in this section are limited by the apptiability of the methods that they
are based on. Nevertheless, the results are good, and on aage not more than a few percent
away from the optimal or best known solutions.
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Instance | Tightness | Best [ Binary-CWS-MCS | Di
A-n32-k5 0.82 784 853 8.80%
A-n33-k5 0.89 661 661 0.00%
A-n33-k6 0.90 742 758 2.16%
A-n34-k5 0.92 778 794 2.06%
A-n36-k5 0.88 799 805 0.75%
A-n37-k5 0.81 669 679 1.49%
A-n37-k6 0.95 949 968 2.00%
A-n38-k5 0.96 730 786 7.67%
A-n39-k5 0.95 822 823 0.12%
A-n39-k6 0.88 831 841 1.20%
A-n44-k6 0.95 937 947 1.07%
A-n45-k6 0.99 944 992 5.08%
A-n45-k7 0.91 1146 1160 1.22%
A-n46-k7 0.86 914 919 0.55%
A-n48-k7 0.89 1073 1103 2.80%
A-n53-k7 0.95 1010 1057 4.65%
A-n54-k7 0.96 1167 1174 0.60%
A-n55-k9 0.93 1073 1096 2.14%
A-n60-k9 0.92 1354 1366 0.89%
A-n61-k9 0.98 1034 1069 3.38%
A-n62-k8 0.92 1288 1312 1.86%
A-n63-k9 0.97 1616 1646 1.86%
A-n63-k10 0.93 1314 1351 2.82%
A-n64-k9 0.94 1401 1430 2.07%
A-n65-k9 0.97 1174 1224 4.26%
A-n69-k9 0.94 1159 1224 5.61%
A-n80-k10 0.94 1763 1805 2.38%
M-n151-k12 0.93 1053 1090 3.51%
M-n200-k16 1.00 1470 1523 3.61%
M-n200-k17 0.94 1373 1376 0.22%

Total 32028 32832 2.56%

Table 4.4: Solution lengths for Binary-MCS-CWS.
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Chapter 5

Conclusion

The Vehicle Routing Problem (VRP) has been studied for over fty years. Many variants have
been considered, all with roots in di erent popular areas ofcomputer science (graph theory, bin
packing, scheduling, stochastic environments). The VRP isand remains interesting in two ways:
it serves as an excellent testing platform for new search mébds and (meta-)heuristics, while
at the same time solving the actual problem more optimally das not only have scienti c value
but will also always remain bene cial for the industry sector that pro ts greatly from reducing
transportation costs.

Up until today, a good exact method for solving the Vehicle Rauting Problem as we see it appear
in practice has not yet been found for general instances withmore than say 60 vehicles (which
is not at all an unusual amount in real-life versions of this poblem). We thus have to rely on
heuristic methods that give an as optimal as possible solutin. Nearest Neighbor Insertion, Giant
Tour Based Algorithms and Clarke & Wright's Savings (CWS) algorithm have been suggested
as heuristic methods, of which the latter is especially inteesting as input or guidance for other
algorithms. Ant Colony Algorithms, Tabu Search/Simulated Annealing and Genetic algorithms
are all examples of proven metaheuristics for the VRP that curently produce the most optimal
solutions.

Monte Carlo Techniques can be a useful method to traverse sezh trees where it is hard to
derive an admissible heuristic as guidance for branch-antound or other heuristic best- rst-
search methods. We have applied Monte Carlo Techniques to # NNI method to illustrate
how these techniques can indeed improve existing methods dnmake them produce feasible
results. We then turned our attention to the CWS algorithm, t ested some existing methods,
and developed a new method called Binary-CWS-MCS which is a Mnte Carlo Simulation
algorithm. The key lies in the simulation strategy, that pro cesses the savings list from the CWS
algorithm in descending order just like the original algorithm, but skips a savings pair with a
certain probability. This method produces solutions for instances out of popular test sets with
only a 3:28% deviation from the optimal solutions, outperforming the other Monte Carlo based
methods from literature.

We end this conclusion with a more general remark. In complexenvironments with associated

NP-hard (or NP-complete) decision or optimization problems (such as the Vehicle Routing
Problem) and no place for exact algorithms, heuristics mustbe used. These heuristic methods
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often share a common property: they all somehow have to deal h the trade o between
exploration and exploitation. Finding the right balance between the two is and remains one of
the most interesting and hardest tasks for any heuristic algrithm. Optimizing this trade-o is

in essence the biggest problem behind every single algorith described in this thesis.

Future Work

In our case we have tried to apply Monte Carlo Techniques to vaous existing solving methods
for the Vehicle Routing Problem. There are many more solvingmethods for the VRP suggested
in literature which may also bene t from Monte Carlo Techniq ues, for example the various Tour
Splitting Algorithms. Some work can still be done on our method, Binary-CWS-MCS. It can
most likely be improved by ne-tuning the value of p, for example by making it dynamic and
dependent on some domain-speci ¢ property of the VRP (thoudp so far we have been unable
to link it to the right property). Some additional local TSP o ptimization could also be done to
improve the obtained solution quality. The Binary-CWS simulation strategy can perhaps also be
used in the MCTS algorithm, if a suitable backpropagation strategy can be found. And if one is
not interested in improving existing methods, why not try and nd yet another solving method
for the VRP that can compete with, or even outperform the exiging VRP solving methods?
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Appendix

Below is an overview of the obtained solutions using the Biney-CWS-MCS method described
in Chapter 4.

E-n13-k4:

Route #1: 3 5 8
Route #2: 11 4 7 2
Route #3: 6 10 12 9
Route #4: 1

Cost 247

E-n23-k3:
Route #1: 6 1 257 9
Route #2: 10 8 3 4 11 13
Route #3: 16 19 21 14
Route #4: 12 15 18 20 17
Cost 375

E-n30-k3:
Route #1: 21 6
Route #2: 20 3
Route #3: 19 1
Cost 543

4 25 29 27 28 26
52 22
14 8 9 17 7 13 16 15 11 23 18

2
41
0 12

E-n31-k7:

Route #1: 24 3 14 56 22 8 2
Route #2: 20 7 12 26

Route #3: 23 29

Route #4: 30

Route #5: 25 21 18 10

Route #6: 16 11 13 9 28 15
Route #7: 19 1 17 4 27

Cost 454

E-n33-k4:

Route #1: 5 6 9 10 18 19 22 21 20 23 24 25 17 13
Route #2: 1 15 26 27 16 28 29

Route #3: 4 7 8 32 11 12 2 3

Route #4: 31 14 30

Cost 836
E-n51-k5:
Route #1: 1 22 20 35 36 3 28 31 26 8 27
Route #2: 4 17 44 42 19 40 41 13 25 14
Route #3: 12 37 15 45 33 39 30 10 49 5

Route #4: 32 2 16 29 21 34 50 9 38 11 46
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Route #5: 6 48 23 7 43 24 18 47

Cost 531

E-n76-k7:

Route #1: 75 30 48 47 36 69 71 60 70 20 37 5 29 45
Route #2: 51 16 63 23 56 41 42 64 43 1 73 33 6
Route #3: 12 72 39 9 25 55 31 10 58 26

Route #4: 7 11 38 65 66 59 14 53 35

Route #5: 17 3 49 24 18 50 32 44 40

Route #6: 68 2 62 28 22 61 21 74 4
Route #7: 67 34 52 27 15 57 13 54 19 8 46
Cost 701

E-n76-k8:

Route #1: 30 48 47 36 69 71 60 70 20 37 5 29
Route #2: 51 33 63 23 56 41 42 64 43 1 73
Route #3: 17 12 72 39 9 25 55 31 10 58
Route #4: 26 38 65 66 11 7 67

Route #5: 16 49 24 18 50 44 3 32 40

Route #6: 35 53 14 59 19 8 46 34

Route #7: 68 2 62 28 22 61 21 74 6

Route #8: 75 4 45 27 15 57 13 54 52

Cost 761

E-n76-k10:

Route #1: 48 47 36 71 60 70 20 37 5
Route #2: 73 1 43 41 42 64 22 62 68
Route #3: 72 10 31 25 55 18 50 32
Route #4:. 38 65 66 59 14 19

Route #5: 2 28 61 69 21 74 30

Route #6: 6 33 63 23 56 24 49 16
Route #7: 75 4 45 29 15 57 27

Route #8: 26 12 58 11 53 35 7

Route #9: 51 44 9 39 40 3 17

Route #10: 67 34 52 13 54 8 46

Cost 858

E-n76-k14:

Route #1: 36 69 71 60 70 20 37 27
Route #2: 43 41 42 64 22 61
Route #3: 25 55 31 10 58

Route #4: 38 65 66 59

Route #5: 49 24 18 50 32

Route #6: 29 5 15 57 13 54 19
Route #7: 74 21 47 48 30

Route #8: 11 14 53 35

Route #9: 40 9 39 72 12

Route #10: 68 6 3 44 17 26
Route #11: 33 62 28 2

Route #12: 7 8 46 52 45

Route #13: 75 4 34 67

Route #14: 51 16 63 23 56 1 73
Cost 1046

E-n101-k8:

Route #1: 76 77 3 79 78 34 35 65 71 66 20 30 1 69
Route #2: 84 17 45 46 47 36 49 64 11 19 48 82 8 83
Route #3: 21 73 72 56 23 39 67 25 55 4 54 26

Route #4: 87 42 43 14 38 86 44 16 61 5 60 18

Route #5: 52 7 88 62 10 63 90 32 70 31 27

Route #6: 50 33 81 9 51 24 29 80 68 12 28
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Route #7: 53 58 40 74 75 22 41 15 57 2 13 94
Route #8: 89 6 96 99 59 93 85 91 100 98 37 92 97 95
Cost 867

E-n101-k14:

Route #1: 3 78 34 35 65 71 66 20 70
Route #2: 52 7 19 49 64 11 62 88
Route #3: 18 8 46 36 47 48 82

Route #4: 39 67 23 56 75

Route #5: 92 91 44 14 38 86 16
Route #6: 31 10 63 90 32 30

Route #7: 26 4 25 55 54 12 28
Route #8: 58 2 57 15 43 42 87 97 95
Route #9: 68 80 24 29 79 77 76
Route #10: 21 72 74 22 41 73 40 53
Route #11: 60 5 84 17 45 83 89
Route #12: 93 61 85 100 98 37
Route #13: 13 94 59 99 96 6

Route #14: 50 33 81 9 51 1 69 27
Cost 1098

G-n262-k25:

Route #1: 91 50 88 151 86 149 94 247 77 212

Route #2: 164 259 35 239 119 218 184 192 144 156

Route #3: 165 257 253 117 98 240 107 14 143 174 48 23 118 123
Route #4: 261 79 71 1 229 31 205 221 129 130 49 124 255
Route #5: 207 139 202 231 232 142 68 234 33 72 166
Route #6: 128 179 161 45 187 93 46 216 63 250 126

Route #7: 135 84 181 171 132 41 210 59 162 75 219

Route #8: 67 51 134 159 147 245 201 78 32 226 233 122
Route #9: 158 60 110 109 20 227 29 97

Route #10: 140 172 145 115 154 87 76 155 108 70 99 252
Route #11: 74 7 160 28 182 34 95 188 256 4 81 186 213
Route #12: 6 222 85 92 178 105 169 146 62

Route #13: 254 66 168 47 175 55 17 40 127 24 258 136 176
Route #14: 215 104 141 25 246 208 152 180 200 199 116
Route #15: 237 3 37 111 196 236 120 22 44 8

Route #16: 18 12 61 90 211 133 5 191 30

Route #17: 131 238 10 42 197 194 103 113 80 56 242
Route #18: 195 58 189 106 121 248 9 26 148 114 101
Route #19: 204 54 137 53 228 173 260 27 125 82 163 69
Route #20: 217 170 2 230 153 89 167 13 251

Route #21: 36 183 150 220 65 206 83

Route #22: 96 19 138 209 244 100 21 185

Route #23: 249 157 43 225 241 11 214 57 203 235

Route #24: 16 243 52 15 102 39 38 223 193

Route #25: 64 224 177 190 73 198 112

Cost 6123
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